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Executive Summary 

There are many Grid technologies and middleware available today. However, these do 
not provide the basic functionality needed to support the economic mechanisms of an 
economics-aware Grid. From the view point of an economics-aware operation of 
Grids, the existing tools are therefore inadequate for compute resource markets.  
 
The objective of this deliverable d3.1 (i.e. Task3.1 of work package 3.1) is to analyze 
existing Grid technologies and their capabilities (chapter 2). This will demonstrate the 
lack of economic components in the existing Grid technologies today. The missing 
functionality will be identified and, then, the new economics-aware components will 
be described (chapter 3). The missing functionality will then be mapped to the new 
components; thereby justifying the need for them (chapter 4). 
 
The development of new components is done with two markets in mind. The first is a 
basic resource market, in which customers are able to buy compute resources 
according to their needs. The second market will be built on top of this market and is 
used to sell composite Grid services, which are used to integrate quality requirements 
to Grid resources. This approach allows us to provide a common infrastructure for 
different kinds of applications.  
 
Once the market components have been further specified and developed, Grid 
computing will become the enabler of new lucrative business models in a market-
managed, service-oriented economy. 
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1 Introduction 

A number of Grid systems, components, middleware and tools are available. In trying 
to develop an economic model to operate over these systems, this report sets out the 
existing environment in terms of available Grid products and services and shows what 
elements currently exist, what can be modified in existing components and what 
additional components are required. 
 
The document begins with an overview of Grid Middleware systems. It investigates 
both heavyweight middleware such as the Globus Toolkit and more lightweight 
launching systems such as GridSAM. Globus, in addition to job launching services for 
Grid environments, provides a number of additional services to assist in forming a 
comprehensive Grid infrastructure, while GridSAM concentrates on providing a 
standard, abstract submission and monitoring interface to a variety of local scheduling 
systems as a basis for a Grid middleware layer. 
 
In addition to the middleware systems and tools that are available, more recent 
offerings have included web-accessible Utility Computing platforms. These provide 
‘ready-made’ access to compute resources through a middleware layer and often an 
underlying virtualisation layer. With the addition of pay-as-you-go charging, these 
services provide on-demand access to high performance computing resources at very 
low cost and with limited commitment from buyers who can come and go as they 
wish. 
 
The document also investigates Grid architectures in greater detail so as to propose 
appropriate solutions for the addition of economic-aware components. All Grids have, 
at the top layer, users, who want to use some physical hardware resources at the 
bottom layer. Grids are characterised by the requirement for transparent, cross-
organisational access to resources. The layers between the users and hardware can be 
varied in both number and features. The addition of economic features complicates 
these further. Reference scenarios are defined on which to base the development of 
economic-aware components and services. 
 
The specification of economic-aware Grid components is based on a billing stack that 
provides support to the market. A set of different market scenarios are investigated. 
The billing stack is based on the requirement to monitor the usage of services and 
store accounting information about how services are accessed. From this information 
it is possible to determine pricing for access to services and ultimately allow for 
charging and billing of the users that access services. Billing may be handled in a 
number of ways. In the long term, it is envisaged that all billing would be on an 
electronic basis. However, in the short term, there are still entities that may wish to 
undertake billing using standard invoicing. Payment itself may be through a number 
of different channels. The emergence of interfaces to common payment services such 
as credit card systems allows easy payment and verification at the time of service use, 
but since all payment services support different features, payment aggregators that can 
handle payment through a number of underlying systems are likely to emerge. 
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After investigating issues around billing and payment, the document moves on to 
discuss Service Level Agreements (SLAs) and brokering. SLAs are a particularly 
import issue where payment is concerned. Users and providers want to know 
respectively what they are getting and what they need to provide for the agreed cost of 
use. An SLA provides a way of setting out what both parties in a transaction expect 
and is critical in resolving disputes and disagreements. Brokering is an ideal way of 
satisfying a user’s requirements when presented with a vast number of available 
service options. A broker can handle the discovery of a service for a user, checking 
the service provides what the user wants, and then possibly even handling the process 
of agreeing on an SLA and making the requisite preparations for the user to access the 
service. Brokering is a complex process that requires a number of stages based on 
advanced algorithms. More importantly, brokers raise an issue of trust since they are 
offering recommendations to users and users will need to have a significant element 
of trust in the broker if they are to accept the recommendations given. 
 
Once the surrounding issues of finding a service, preparing access and agreeing on an 
SLA have been completed, the user can actually use the software. The document 
finishes with a look at job handling; how software is actually scheduled for execution 
on a resource, and then run and monitored for errors or problems. 
 
To summarise, this document provides an analysis of the following key issues: 
• Different Grid middleware architectures 
• Existing Grid middleware and its shortcomings 
• Missing Grid middleware components 
• Economics feature of Grid middleware 
• High-level specification of economic-aware Grid components 
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2 Grid Middleware 

This section describes the functionality and architecture of current Grid middleware 
projects. The focus is on the economic modules, which support trading of computing 
resources, services and software applications.  
 
Grid middleware can be divided into two main categories: low-level Grid technology 
platforms, and high-level Grid middleware. The low-level Grid technology platforms 
provide basic Grid functionality such as security, resource sharing and management, 
data transfer, and data management. The high-level Grid middleware built on top of 
the technology platform by offering a services infrastructure. We also consider 
composite and economic services (such as accounting, charging, payment, brokers, 
on-demand resource provision, and markets) as high-level Grid functionality, 
therefore specifying a high-level Grid middleware. 
 
A refinement to the classification of Grid middleware is based on the type of service 
they provide. We identified three types of middleware flavours: public domain Grid 
middleware, commercial Grid middleware, and commercial Grid middleware and 
Grid resources. The public domain Grid middleware are freely available. They are 
open source Grid technology platforms, which offer the possibility to create a Grid or 
connect and use resources of an existing Grid. Commercial Grid middleware provide 
similar technical capabilities in exchange for a licence fee and support. In general, the 
public domain and commercial Grid middleware flavours represent both a low-level 
Grid platform. The last type of Grid middleware considers on-demand resource 
(Utility Grids). The on-demand resource provisioning is usually based on proprietary 
Grid technology. Consequently, we also analysed current commercial Grid 
middleware that offer both a Grid middleware platform as well as computational 
resources on demand such as SUN Grid Utility and Amazon EC2 and S3. 

2.1 Public Domain Grid Middleware 

2.1.1 Globus 
Globus offers a mature low-level Grid middleware technology based on the Open 
Grid Services Architecture (OGSA) using Web Service Resource Framework 
(WSRF) standards and components. The current version of the Globus Toolkit (GT4) 
is used to manage, share and use computational resources across corporate, 
institutional, and geographic boundaries without sacrificing local autonomy. GT4 can 
be used to build further services and high-level Grid frameworks. The GT4 is used as 
basis for other Grid projects and middleware such as the Gridbus project. 
 
There are four main functional areas provided by GT4: security, data management, 
execution management, information services, and the common runtime (see 0). In 
terms of security the functions offered are credential management, authentication and 
authorization, delegation and community authorization. The data management 
functionality provides replica location, protocols for reliable file transfer and 
GridFTP, data access and integration based on OGSA, as well as data replication. The 
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execution management functionality provides mainly Grid resource allocation and 
management with extensions for workspace management, Grid TeleControl protocol 
(GTCP) and community scheduler framework. The information services provided 
include a Trigger, Index, and a monitoring and discovery service. The runtime 
provides interfaces to different programming languages such as Python, C, Java based 
on Web Services [GlobusWeb]. 
 
In addition to the basic functionality provided by GT4 there are 3rd party solutions 
such as the Swedish SweGridAccounting System (SGAS) which provides accounting 
functionality. However, even with the SGAS add-on, the GT4 lacks economic 
components such as a proper billing stack with pricing, charging, and accounting for 
complex services. Different brokering components are missing as well as trust, risk 
and SLA management. 
 

 
 
Figure 1– Globus Toolkit Architecture [GlobusWeb] 
 

2.1.2 gLite 
The gLite middleware is a stripped-down, light weight solution that provides a basic 
framework for building Grid application that leverage distributed computing and 
storage resources across the Internet. gLite is an evolution of the Worldwide LHC 
Computing Grid (LCG) developed at CERN. The middleware was created to prepare 
the computing infrastructure for the simulation, processing and analysis of the data of 
the Large Hadron Collider (LHC) experiments. Currently, gLite is used as the 
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underlying platform for the EGEE project. The EGEE project focuses on maintaining 
the gLite middleware and on operating a large computing infrastructure for the benefit 
of a vast and diverse research community. 
The gLite architecture contains the following main components: user interface, 
computing and storage elements, information service, workload management, and 
data management. Security is build upon the GSI using certificates for both resources 
and users which have to be signed a CA trusted by the VO. The gLite middleware 
supports the following local RMS to control and schedule jobs on the computing 
elements: PBS, OpenPBS, LSF, Maui/Torque, BQS, Condor, with work in progress to 
support SGE.  
 
The information service provides status information about Grid resources and is also 
used for accounting and monitoring based on the GLUE schema. gLite makes use of 
both the Globus Monitoring and Discovery Service (MDS), which is used for resource 
discovery and to publish the resource status, and the Relational Grid Monitoring 
Architecture (RGMA), used for accounting, monitoring and publication of user-level 
information. However, the gLite middleware lacks support for brokering as well as 
SLAs. 

2.1.3 GRIA 
GRIA or (Grid Resources for Industrial Applications) is a Grid middleware which 
enables use of the Grid in a secure, interoperable and flexible manner [GRIAWeb]. 
GRIA makes use of business models, processes and semantics to allow resource 
owners and users to discover each other and negotiate terms for access to high-value 
resources. The objective of GRIA is to provide the necessary “lightweight” 
middleware using Web Services for an industrial Grid that supports business 
processes in a market environment. 
 
The middleware has the following five main functions: service providers and 
consumers, security components, resource management and accounting, data storage 
and processing service, a client-side API. The functions are divided into four main 
components (see 0). 
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Figure 2– GRIA Software Packages [GRIAWeb] 
 
The Basic Application Services is installed as a Web Application using the 
Application Server from Apache Tomcat. The Basic Application Services expose 
applications using Web Service Interfaces, with the underlying processing and storage 
resources to clients based on service level agreements. For applications to be available 
to users they have to be manually installed and configured. The role of managing 
service level agreements is taken by the Service Provider Management on the Service 
Provider side and by the Project Manager on the client side. The two entities monitor 
and enforce usage constrains for applications and resources and respectively access 
constrains for clients. 

2.1.4 Gridbus 
The Gridbus project is conducted at the GRIDS (Grid Computing and Distributed 
Systems) laboratory and headed by R. Buyya. The project aims to produce a set of 
Grid middleware technologies to support e-science and e-business applications. In 
some of the designed and developed components for this technology one will find 
incorporated features relevant to “Grid Economics”. The basis for this project was the 
significant work for the description of a computational Grid service architecture, 
included in the Economy Grid project [Buyya1] described thoroughly in D.2.1 
(Section 2.4). 
 
The main objective of the project is to develop cluster and Grid technologies that 
support utility- driven service-oriented computing. The project’s scope is very wide 
and includes many different research efforts, some of which are the following:  
• Grid economy and scheduling,  
• Data Grid brokering and scheduling,  
• Cluster economy and scheduling,  
• Grid market directory and service publication, and 
• Resource usage accounting. 
 
Gridbus offers different tools and components for low-level as well as high-level Grid 
middleware to support eScience and eBusiness applications. These components or 
services integrate with existing Grid middleware infrastructure and resource 
management systems.  The focus is however on high-level components or services 
such as workflow engine, brokers and portals. These components can be used in 
conjunction with existing Grid middleware such as Globus to which they provide 
extensions [GridbusWeb]. 
 
The project’s outputs are a set of Grid middleware technologies to support e-science 
and e-business applications. 0 gives an overview of the developed technologies.  
 
The most relevant components to “Grid Economics” components are the following: 
• Gridbus Broker: The Gridbus Broker is a software component that schedules jobs 

submitted by the user and chooses the resources on which the job is then executed. 
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• Grid Market Directory: The Grid Market Directory enables Gird service providers 

to publish their services and Grid service requesters to find services that meet their 
requirements. 

• Grid Bank: Grid provides the infrastructure and web services for Grid accounting 
and paying. It uses SOAP over Globus Toolkit’s sockets. 

 
The components that have been actually developed are in blue. 
 

 
Figure 3– Overview of Gridbus middleware components [GridbusWeb] 
 
Figure 3 shows a sample scenario of the interaction of Gridbus middleware 
components. The users compose their applications and their data are submitted to the 
Grid Service Broker (step1 and 2). The Grid Service Broker then uses the services 
from the Grid Info Service and the Grid Market Directory to discover appropriate 
resources that can perform the user’s tasks (steps 3 and 4). The broker then identifies 
the list of data sources and computational resources (steps 5 and 6). After this, the 
broker consults the Grid Bank to ensure that the user has enough credits and rights to 
utilize the resources (step 7). In the next step the broker submits the jobs to be 
computed to the chosen resources (step 8), where the tasks are executed and the 
results are returned to the broker (step 9) who stores all results and returns them to the 
user (step 10). Finally, the user is charged (step 11) and the accounting system reports 
credit utilization to the user (step 12). 
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Figure 4– Gridbus sample scenario 
 
GRACE was one of the first computational economy frameworks to be proposed. It 
aims at leveraging existing technologies such as the Globus Toolkit and expands them 
with services that were missing at the time, as for instance accounting services. Figure 
4 shows the proposed architecture. The two key players at opposite sites are the Grid 
Service Providers and the Grid Consumers. Grid providers aim at maximizing their 
Return on Investment (ROI), whereas Grid consumers want their tasks to be executed 
as fast and reliably as possible and within a certain budget on the Grid. The services 
proposed in the framework help both players to pursue their goals. The Grid Resource 
Broker acts as a scheduler and resource allocator. It thus helps the consumer to 
discover appropriate resources for their jobs and to schedule them following quality of 
service requirements. The Grid middleware provides a set of Grid Services with 
different functionality such as Grid Accounting, authentication, job execution, etc. 
 

 
Figure 5– GRACE - a generic Grid architecture for computational economy 
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Scheduling and Resource Brokerage Middleware – The Nimrod-G Scheduler: 
One of the most cited schedulers in the literature is part of the Nimrod-G toolkit and 
Resource Broker component [Buyya2002][Buyya2000b][Buyya2002b]. Nimrod-G 
Scheduler was developed by leveraging services provided by Grid middleware, such 
as Globus. This system focuses on scheduling bag-of-tasks application or, as it is 
stated differently, parameter sweep applications. Parameter studies (p-studies) involve 
the execution of a large number of (independent) tasks over a range of parameters. 
Scheduling of such applications appears simple, but complexity arises when users 
place QoS constraints like execution time and computation cost limitations 
[Buyya2000]. 
 
In this economy-based approach, scheduling decisions are made dynamically at 
runtime and are driven and directed by the end-users requirements, based on the value 
they derive from the Grid services. Nimrod-G Resource Broker is employed in the 
commodity market model to establish a service access price. It uses Grid resource 
trading services to establish a connection with the Grid trader running on resource 
providers’ machines and to obtain service prices accordingly. The access price varies 
from one consumer to another and from time to time, as defined by the resource 
owners. 
 
The scheduler is responsible for resource discovery, resource trading, resource 
selection and job assignment (Figure 5). The resource discovery algorithm interacts 
with an information service, identifies the list of authorized and available machines, 
trades for resource access cost and keeps track of resource status information. The 
resource selection algorithms are responsible for selecting those resources that meet 
the deadline and budget constraints along with optimization requirements. To execute 
each job on a Grid resource, the Nimrod-G resource broker, depending on its 
scheduling strategy, first copies the program executable to a Grid node, then executes 
the program and finally copies results back to the user home node and stores the 
output with the job number as file extension. 
 
Nimrod-G provides some scheduling algorithms but, due to its programmable 
capability, the job management protocols and services can be used to develop custom 
schedulers and associated scheduling algorithms. The scheduling performed by the 
Nimrod-G schedule advisor is deadline and budget-based constrained (DBC) 
scheduling. In time optimization scheduling, the algorithm attempts to complete the 
experiment as quickly as possible, within the budget available. In the cost 
optimization scheduling, the algorithm attempts to complete the experiment as 
economically as possible within the deadline. More details on these algorithms are 
provided in [Buyya2005]. Some work is also done for scheduling in Data Grids and 
the heuristic that has been implemented is a variation of the Min-Min heuristic. 
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Figure 6– Layered architecture of the Nimrod-G system 
 
Grid Accounting Middleware – GridBank: 
On the technical level, accounting in a Grid is usually realized via a special Grid 
service. The middleware developed in the Gridbus Project also implements a Grid 
Bank that has accounting functionality. In this infrastructure, the Grid Bank service 
interacts with the Grid Service Broker to store resource allocation information and to 
provide information on user’s credits and rights. 
 
A generic Grid accounting process involves many subsequent phases that can be 
divided in: 
 Metering:  Collection of usage metrics on computational resources. 
 Accounting:  Storage of such metrics for further analysis. 
 Usage Analysis: Production of reports from the available records. 
 Pricing:   Assign and manage prices for computational resources. 
 Billing:   Assign a cost to user operations on the Grid and charge them. 

 
During the metering phase the user payload on a resource needs to be correctly 
measured, and unambiguously assigned to the Grid User that directly or indirectly 
requested it to the Grid. This requires the system to collect information from the 
operating system and from the Grid middleware. These information forms the Usage 
Record for the user process. This usage record must comprehend at least the Grid 
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Unique Identifier for the Grid User, the Grid Resource and the Grid Job, plus the 
metrics of the resource consumption. 
 
Usage records must be sent encrypted and signed to the accounting services. Signing 
the Usage Records with the user credential assures that they become irrefutable when 
users have to be charged. A distributed architecture is essential, as well as reliable and 
fault tolerant communication mechanisms. 
 
One proposition heading into a commercially Grid is to setup a new infrastructure 
called Grid Bank that provides services for accounting. The paper [BaBu2003] 
proposed by Barmouta and Buyya proposes a Grid Accounting Services Architecture 
for computational resources. This architecture allows for different price setting 
mechanisms to be employed in the system and is summarized as follows: the Grid 
Service Consumers (clients) send their resource and QoS requirements for a job to 
their Grid Resource Broker (GRB) module. The GRB interacts with Grid Trading 
Service where resources are published in order to find appropriate Grid Service 
Providers (GSP) for the job. Prices are negotiated at this point (or determined by 
means of auctions or commodity markets). Then, service requests are forwarded 
through GridCheque service that maintains billing credentials for the client and then 
they are forwarded to GridBank. The GridBank authorizes the client to use the 
requested resources of the GSP for a certain period and a GridBank Charging Module 
(GBCM) on the premises of the GSP. Resource usage is metered by Grid Resource 
Meter (GRM) module in the GSP and provided to GBCM for charge calculation using 
the agreed tariffs. This charge is forwarded to GridBank where it is paid by the 
account of the client. Authorization and non-repudiation is implemented by means of 
PKI (Globus Security Infrastructure). Actual service provision by GSP is not 
guaranteed as GridBank metering modules communicate with resource metering 
modules of the GSP at a lower level, which can be compromised. However, payment 
to GSPs by clients is guaranteed through GridCheque. 
 
Different resource sharing models considered are: i) the cooperative model in which 
Grid nodes function both as servers and as clients and resources are allocated in a 
reciprocative manner, and ii) the competitive model in which Grid Service Providers 
are allowed to solicit any price. Pre-payment, post-payment and pay-as-you-go 
schemes are possible. 
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Figure 7– GridBank architecture 

2.1.5 GridSAM  
GridSAM [Lee04] is a job submission and monitoring framework that handles 
submission of jobs to underlying local scheduling systems such as Grid Engine, 
Condor etc. It has been developed by the London e-Science Centre at Imperial 
College London under funding from the UK's Open Middleware Infrastructure 
Institute (OMII). 
 
GridSAM provides a Web Service interface for submitting jobs to underlying local 
scheduling services. The pluggable architecture of GridSAM means that its simple for 
developers to produce new plugins allowing GridSAM to act as a front-end 
submission system for their preferred platform. The standard interface that GridSAM 
provides allows it to act as an abstraction layer above a heterogeneous Grid of 
hardware resources including clusters and individual machines. 
 
GridSAM uses JSDL, the Job Submission Description Language standardised under 
the Open Grid Forum (OGF). The language is used to specify the details of a job that 
is to be executed. This includes the executable to be run, the details of input and 
output files that must be staged in from a remote location prior to execution or out to a 
remote location after execution has completed. GridSAM fully supports the JSDL 
specification. 

2.2 Commercial Grid Middleware 

2.2.1 SUN N1 Grid Engine 
The main Grid product provided by Sun Microsystems is the Sun N1 Grid Engine 6 
(SGE). It is a resource management system (RMS), also named distributed resource 
management (DRM) software which enables building and managing local clusters. 
SGE is a scheduling system that allows an enterprise to monitor the usage and select 
the optimal handling of computing resources. Sun provides binaries and support for 
both UNIX-based environments as well as Windows (with some limitations). 
 
In the SGE architecture, hosts are classified into five categories: master, submission, 
execution, administration and shadow. The master host is responsible for handling 
requests from users, job scheduling and dispatching to execution hosts. The 
submission host submits, monitor and administer jobs – their role is to manage the 
cluster. Execution hosts simply run the jobs. Administration hosts are used by SGE 
administrators to make changes to the configuration of the cluster, such as adding new 
resources and users. The shadow host provides greater availability and can assume the 
role of master in case of failure [CoreGrid]. 
 
SGE offers a number of features such as scalability and advanced scheduler 
functionality. The scheduler algorithm supports resource reservation and back filling, 
urgency-based priorities based on weights, and throughput scheduling. Urgency-based 
priority scheduling ensures proper prioritization of jobs. However, it may leave 
resources idle for extended periods of time. To solve this problem, the SGE scheduler 
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supports back-filling, i.e., utilizing resources which are idle waiting for other 
resources to be freed. Such idle resources are utilized by running small jobs to fill the 
idle gaps. Other functionality that SGE provides is support for batch, interactive as 
well as parallel jobs, job check pointing, job flocking, resource matching, job flow 
management. 
 
In addition, SGE also offers advanced managing of jobs in the cluster queue. It is 
possible that a single queue can span multiple hosts. Moreover, there is advanced 
support for monitoring and accounting tools such as the Accounting and Reporting 
Console (ARC). The ARC tool is connected to an SQL database and can generate 
reports. These reports can contain custom information such as: accounting per project, 
accounting per department, average job turnaround time, etc.  
 
“Until recently, there were no open standards for common application programming 
interfaces (APIs) for distributed resource management (DRM) software. Furthermore, 
many developers are writing software for an heterogeneous computing environment, 
and they need common APIs among the various DRM systems to port their software 
from one DRM system to another, without major problems.” 
 
“The Distributed Resource Management Application API (DRMAA) Specification is 
an effort to provide such APIs for application builders, portal builders, and ISVs. 
DRMAA provides a standard way to submit a job, retrieve monitoring information, 
and initiate job control interactions such as suspension, etc. However, it does not 
implement how jobs are started, terminated, or suspended because these functiona are 
job type specific (parallel, serial) and DRM system specific.” The N1 Grid Engine 6 
software implements DRMAA 1.0 specification and delivers everything needed to 
integrate applications using the DRMAA interface with Grid Engine.” [SunN1] 
 
Other resource management systems which can provide similar functionality include: 
PBS, OpenPBS, LSF, Maui/Torque, BQS, and Condor. Like SGE, all these systems 
are intended to work in the context of a single administrative domain. 
To access or expose Grid resources to a geographically different facility, a gateway 
host is needed on top of the computer cluster managed by SGE. Such as gateway host 
could be running for example several middleware such as gLite, Globus or GRIA. 
 
For customers who do not want to manage their own resources, Sun also offers pay-
per-use computing resources with the Sun Grid Utility Computing. The Sun Grid 
Utility is discussed in detail in Section 2.3.2. 

2.2.2 GigaSpaces Grid Engine 
Being able to respond to the demands of systems requires an infrastructure that 
reduces latency and optimizes access to data through the network. Virtualization can 
play a big role in making this succesful. Key virtualization approaches here involve 
virtualizing access to data, and also being able to move service components through 
the network across a virtualized Grid of compute resources. 
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Virtualizing the data makes it possible for services to have near-local access to the 
data they need to do their job. The next step is being able to separate services from the 
underlying infrastructure, providing a loosely coupled event driven architecture 
allowing services to take advantage of the virtualized data approach. 
 
The GigaSpaces approach is based on virtualizing the access to the data by federating 
memory across physical boundaries, enabling service access to the information in a 
dynamic and optimized way. This model is called Space Based Architecture, allowing 
for the colocation of processing to the data, reducing end-to-end latency of systems. 
The key to making this happen is to break the tier-based architecture model, and 
collapse their tiers into processing units that are then colocated with the virtualized 
data. Each processing unit contains the business logic needed to process information 
obtained from the colocated data. GigaSpaces also provides the ability to declare 
service level objectives, and dynamically scale services to met declared objectives, 
taking advantage of an elastic computing approach. 
 
In addition, GigaSpaces addresses the availability of systems through it's Service Grid 
component. GigaSpaces believes that as the demand and availability for distributed 
systems increase, the infrastructure technology required to support them has become 
more complex. As complexity increases, the amount of human intervention required 
to maintain systems force additional errors, resulting in escalating costs and potential 
(inevitable) downtime. As distributed systems fail, costs go up. Essentially, we see 
that distributed systems fail largely because mechanisms needed to dynamically 
provision, scale, react to failure and meet service level objectives are not designed 
into the fabric upon which distributed systems are built. At the core of these issues is 
the fundamental tenet that systems must be crafted with the reality that changes occur. 
Compute resources fail, are introduced into the network, assets diminish. Applications 
executing on compute resources may fail, or suffer performance degradation based on 
diminishing compute resource capabilities and/or assets. Technology used must 
provide distributed, self-organizing, network-centric capabilities. These building 
blocks enable a dynamic, distributed architecture capable of adapting to unforeseen 
changes on the network. Benefits of this approach are clear: 
• Being able to scale to orders of magnitude 
• Become more network centric, harnessing the capabilities of compute resource 

assets dynamically 
• Dynamically adapt to the addition and removal of compute resources 
• Ensure Quality of Service through declarative specifications of software 

components 
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Figure 8 GigaSpaces Product Architecture 

2.2.3 Univa 
Univa Globus Enterprise (UGE) is commercially supported, open source Grid 
infrastructure software based on the Globus Toolkit. It is a platform for delivering 
solutions that enable optimization of core business processes, increasing collaboration 
and efficiency across the enterprise – innovative UGE solutions target areas such as 
design collaboration, research and development and business intelligence, to name a 
few. 
 
It runs on multiple platforms like Intel x86 (Red Hat Enterprise Linux, SUSE Linux 
Enterprise Server, Fedora Core 4), IBM pSeries (Red Hat Enterprise Linux, SUSE 
Linux Enterprise Server, AIX), and IBM zSeries (Red Hat Enterprise Linux, SUSE 
Linux Enterprise Server) hardware platforms. 
 
It has (according to company) an installed base of 200 enterprises, mainly in hi-tech 
electronics/semiconductor, financial services, oil and gas, automotive, and 
pharmaceutical industries (the usual suspects).  
 
They are considered a strong market leader, co-founder of Globus, uses that same 
toolkit for its product Univa Globus Enterprise. 
 
Strength Commercial/professional service by phone, online 

and in-person support, Uses company's existing 
infrastructure, no need for changes, Creation of 
Virtual Security Infrastructure for solving of 
security-issues, Parts of the Globus toolkit are 
packaged separately and can be implemented at the 
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customer-site by the requirements of the customer 
Weakness No free choice of middleware vendor, the Globus 

toolkit has to be used, Univa Globus Enterprise isn't 
middleware, it is a product (co-founder of Globus) 

Opportunity Univa only asks money for the services provided, 
(like implementation and support), not for the 
toolkit 

Threat Cheaper services provided by other companies (the 
Globus toolkit is free) 

2.2.4 Datasynapse (Grid Server / Fabric Server) 
GridServer is an application service virtualisation software that virtualises and 
distributes applications to run over existing heterogeneous computing resources. It 
consists of a three tier solution:  
• GridClients – used to wrap existing (legacy) applications 
• GridServer Manager – manages, optimizes and controls wrapped applications in 

the Grid environment 
• GridServer Engines – used to perform applications and services work on the Grid) 
 
The GridServer consists of scheduling, resource sharing, load balancing and other 
necessary modules. 
 
Strength Datasynapse has a very strong user 

base, especially in Financial 
Services. 
Well regarded by commercial users 
Strong partnerships with financial 
ISVs, IT vendors and other parts of 
Grid eco-system 

Weakness Still a small company with limited 
customer support 

Opportunity Take compute Grid users onto data 
Grids and application virtualization 

Threat Unproven skill set outside compute 
Grid 
Larger vendors such as HP, 
VMware and IBM eyeing similar 
opportunities 

2.2.5 Gemstone 
Gemstone is a high-performance, distributed data caching platform that serves as the 
core component of the GemFire Enterprise Data Fabric. 
 
It supports multiple topologies that allow it to be easily embedded into application 
architectures such as J2EE, .NET, Grid, SOA and portals and provide extremely high 
performance throughput, and scalability. 
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Gemstone is developed in Java, C++ and C# (C languages only in GemFire Enterprise 
C edition). Its supporting platforms are Windows 2000 and over, Solaris 8 and 9, 
Linux Red Hat, Suse Linux 9.0 and Pure Java platforms (J2SE). 
 
It has (according to company) an installed base of more then 250 enterprises, mainly 
in Financial services, energy, logistics, telecommunications and the federal 
government. They are considered to be a strong market leader. 
 
Strength Hardware-independent software, XML programmatic 

configuration, fine-tuning of complete distributed system 
through the API's. 

Weakness Programming is required for software to work, XML 
programmatic configuration, Installation and configuration very 
weak in favor of users without much knowledge of java-
systems/programming 

Opportunity - 
Threat Consultancy and on-site help only available for British, Indian 

and American sited customers 

2.2.6 Altair PBS Professional 
Sites using PBS Professional to manage their computing resources can expect many 
tangible benefits including:  
• Increased utilization of costly resources  
• Unified interface to all computing resources  
• Reduced burden on system administrators freeing them to focus on other 

activities.  
• Enhanced understanding of computational requirements and user needs  
• Expandability: PBS Professional supports dynamic distribution of production 

workloads across wide-area networks, and the logical organization of physically 
separate computing systems 

 
PBS Professional builds on the strong PBS workload management history:  
• Leading solution for HPC systems.  
• De facto standard for Linux clusters.  
• Over a decade of supercomputer-class scheduling expertise  
• Recipient of 1997 NASA Space Act Award for outstanding software. 
 
Its supporting platforms are Linux on x86, AMD64 (Opteron), EM64T, Alpha, and 
IA64 (Itanium 2), Microsoft Windows on x86 and Apple OS-X on PowerPC. 
It has an installed base over 100 locations, mainly manufacturing but also oil and 
pharmaceutical companies. Altair is a strong leader in these verticals. 
 
Strength well known - integrates in manufacturing with Altair CAD 
Weakness only focused HPC, no exposure to other verticals 
Opportunity benefit from growth in manufacturing demand 
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Threat as users move towards broader Grid-enabled infrastructures 

2.2.7 Tangosol 
Tangosol Coherence provides replicated and distributed (partitioned) data 
management and caching services on top of a reliable, highly scalable peer-to-peer 
clustering protocol.  
 
It is developed in J2EE. Tangosol Coherence supports leading Java and J2EE 
platforms such as BEA WebLogic, IBM WebSphere, Oracle Application Server and 
Sun Java Platform Application Server on every major operating system including Sun 
Solaris, Linux, IBM AIX, Microsoft Windows, and HP/UX. 
 
The installed base of Tangosol Coherence is around 100. Tangosol is well positioned 
and understood caching but a challenge to move beyond. 
 
Strength installed base caching 
Weakness lack of expertise outside traditional caching 
Opportunity partnerships such as DataSynapse 
Threat strong competitors and larger vendors entering market 

2.2.8 g-Eclipse 
The g-Eclipse framework will be the future workbench bringing new applications, 
new users and new Grid resource providers together in the European Research Area. 
Compared to the world-wide-web, g-Eclipse will be the “web-browser” for the more 
complex, world wide Grid. The g-Eclipse framework has the potential to be an 
integral part of the PC desktop of every European citizen. The g-Eclipse project will 
provide an integrated Grid environment for Grid users, Grid operators and Grid 
developers. The g-Eclipse tool will be built on top of the open source Eclipse 
framework, and will bring together expertise from the academic Grid community and 
from the Eclipse community. 
 
G-Eclipse is developed in JAVA, C/C++ and optionally other programming 
languages. It’s supporting platforms are unlimited. This is a framework on top of the 
middleware. 
 
G-Eclipse is not commercial yet, and is used by mostly scientific centers. This makes 
G-Eclipse a weak player because it has not been commercialized yet and is under 
construction. 
 
Strength It is a middleware independent API, when g-Eclipse completes, it 

doesn't have to use gLite any longer in the background, any 
middleware-app will do. GRID workflow builder, preparation to fully 
automated GRID-jobs, EU-subsidized project 

Weakness It isn't a middleware-application, only for monitoring and 
management, Still under construction, first deliverable in one year 
(start date June 2006), first deliverable is support for LCG/gLite 
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middleware, Support for second middleware-application after first 
year, probably near 2008 

Opportunity Going to market, profit can be made, User need for user-friendly 
interfaces (GUI's), LogicaCMG can participate in the project, and 
thereby adapt and add new features to the framework 

Threat Going to market, other vendors are competing on the market 

2.2.9  Grid MP 
Grid MP is an infrastructure solution for implementing and managing complex 
enterprise Grids. It’s an application integration that is based on open web services 
standards like WSDL, SOAP, and XML. Grid MP supports multiple operating 
systems including Windows, Linux, AIX and Solaris. The platform is capable to 
harvesting compute cycles. 
 
It has at least a number of 50 installations worldwide, mostly in Manufacturing, Life 
Sciences, Chemical and Material Sciences, Geosciences, Electronic Design 
Automation, Government and Academia. Grid MP is considered to be a market 
leader. 
 
Strength Security, Application Framework, Proven Scalability, Manageability 
Weakness - 
Opportunity Used by market leaders 
Threat - 

 

2.3 Commercial Grid Middleware and Grid Resources 
Commercial Grid is a computing model that enables higher utilization of hardware 
resources through virtualization. With traditional computing approaches, each 
application runs on dedicated hardware. The result is expensive hardware that is often 
idle. In fact, current industry utilization rates range between 5% and 15%. In contrast, 
with a Grid computing environment, multiple applications can share a pool of 
hardware resources on demand. Resources are allocated to each application as needed. 
The result is significantly higher utilization rates, saving the organization the need to 
invest in additional hardware. 
 
Another benefit of commercial Grid computing is significant reduction of the time 
required to process computing jobs, assuming that these are jobs that can run in 
parallel on multiple computers. 
While the notion of Grid computing is straightforward, implementing Grids is not. It 
requires sophisticated policy management to determine who should have the rights to 
use a certain resource based on priorities and service-level agreements (SLAs). It also 
needs to handle the dynamic scaling of applications across heterogeneous machines – 
as the underlying hardware may be using different CPUs, operating systems and other 
variables. 
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Commercial providers like Amazon and Sun have already offerings that enable the 
realization of this vision. For instance, Amazon provides Elastic Compute Cloud 
(Amazon EC2), which is a web service that provides resizable compute capacity. 
Amazon also provides Simple Storage Service (Amazon S3), which makes it easy to 
buy storage capacity on demand. 

2.3.1 Amazon Elastic Compute Cloud 
Amazon has developed a robust, scalable technology and content platform that can 
power software applications and Web services with computational resources and data 
storage space, in an initiative for bringing Grid computing and utility computing to 
the masses, the ability to buy server power in the same way you now buy electricity or 
water. 
 
Amazon Elastic Compute Cloud (Amazon EC2) is a web service that provides 
resizable compute capacity in the cloud, designed to make web-scale computing 
easier for developers, while the related Amazon Simple Storage Service (Amazon S3) 
enables storage in the cloud. Amazon EC2's simple web service interface allows a 
user to obtain and configure capacity with minimal friction, and provides the user 
with complete control of the computing resources and lets you run on Amazon's 
proven computing environment.  
 
Amazon EC2 offers on demand computing resources in the form a virtual machine 
accessible from the Internet. Amazon offers to users with an EC2 enabled account the 
possibility to start a virtual machine or computation element equivalent to an 1.7GHz 
Xeon CPU, 1.75GB RAM, 160GB HDD, 250Mb/s network at the price of $0.10 per 
instance-hour (or part hour). The core infrastructure uses the Xen Linux virtual 
machine. Users are charged on their credit card, which is required for registration. 
 
Amazon offers a Java based toolkit composed of command line scripts which help 
create and manage virtual machines. The management of virtual machines can be also 
achieved programmatically and the functionality is exposed through a web service 
interface. This allows for building complex application, for example for load 
balancing. 
 
The user has full control over the own virtual machines which are isolated from the 
virtual machines of other users. Moreover, it is possible to create custom images 
which can be booted on demand. To store data and virtual machines Amazon offers an 
additional service the Amazon Simple Storage Service (S3), for which users are 
charged separately. 
What they are actually offering is full scalability and variable demand for resources, 
and thus reducing the time required to obtain and boot new server instances, scaling 
capacity both up and down. They call it “Elastic Cloud” because it enables the client 
to increase or decrease capacity within minutes, not hours or days, and one can 
commission a single, hundreds or even thousands of server instances simultaneously. 
Of course, because this is all controlled with web service APIs, an application can 
also automatically scale itself up and down depending on its needs. 
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Compared to other architectures and services, the Amazon EC2 architecture manages 
to offer a pay-per-use service. After going through the authorization procedure, a 
client will be charged at the end of each month for the instance-hours consumed, and 
for each GB transferred outside of Amazon's datacenters. A third parameter to be 
charged on Amazon S3 is the total network data transfers, i.e. the amount of data 
related to the process buckets that is transferred into and out of the Amazon S3 
service. Moreover, the same fee applies whether the data is coming into Amazon S3 
or leaving the service In order to achieve that, every time a get object, put object, or 
list bucket request is made, Amazon S3 monitors the number of bytes transferred in 
the request and response.  
 
Clearly, for keeping a usage record for every job request, the amount of data 
generated could be huge for high-volume users. So Amazon S3 aggregates network 
usage over the course of an hour-long period and records the hourly usage at the end 
of each period. At the end of the month the total number of bytes transferred is totaled 
and the network transfer fees are applied to come up with the user monthly network 
transfer charges. It is clearly a big advancement from most hosted models, in which 
you typically pay based on a maximum or planned capacity, plus fees for added 
redundancy. Still, the different and fixed pricing formulas for Grid utility computing 
and Grid storage service is elementary and cannot adopt to the different nature of 
business applications from different fields. Another important remark on the 
suggested three-level charging system (computation Grid, storage, and 
communication cost) is that, in most cases, it will be computationally hard for each 
client to have an estimation of the final cost for each job to be executed on the EC2 
Grid. In such cases where user utility values are hard to calculate, it is also much 
harder to design more advanced economic mechanisms that would create higher 
benefit and usage out of this service platform, and it is even harder to argue for the 
efficiency of such a mechanism. Still, the road is open for creating tiers of instances, 
with more powerful instances costing more per hour and lower prices for users with 
low-priority instances. 
 
Amazon EC2 is indeed a virtual computing environment, as Grid-like systems are 
supposed to be, but it is highly centralized, meaning that all resources are privately 
owned by Amazon. The coordination of these resources is much easier than 
organizing, scheduling, prioritizing, and accounting resources owned by different 
entities, probably with different incentives. Regarding reliability and security issues, 
Amazon EC2 proves to offer a highly reliable environment where replacement 
instances can be rapidly and reliably commissioned, thanks to the fact that the service 
runs within Amazon's proven network infrastructure and datacenters. While using 
some resources, the client is granted complete control of the instances, along with 
different levels of controlled network security to choose from. On the other hand, the 
producer (Amazon) is protected only by that fact that the EC2 users are easily 
identifiable and bound with contracts that include penalty charges for misusing the 
provided resources. 
 
The development of these web-open commercial services has also triggered the 
discussion on estimating the financial benefits of Amazon’s scale compared to the 
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significant up-front expenditures traditionally required to purchase and maintain 
hardware, either in-house or hosted. Using a Grid utility service like EC2 frees the 
client from many of the complexities of capacity planning, transforms what are 
commonly large fixed costs into much smaller variable costs, and removes the need to 
over-buy "safety net" capacity to handle periodic traffic spikes. A further discussion 
on these topics follows in Chapter 4. 

2.3.2 Sun Grid Compute Utility 
Sun provides a range of compute utility offerings based on user’s demands. Sun 
solutions include Grid computing solutions for various industries, as well as a pay-per 
use service for a particular Grid infrastructure called the Sun Grid Compute Utility 
[SunGrid].  
 
The Sun Grid enables customers to purchase computing and storage power as they 
need it. It offers standardized, security-optimized computing resources at the price of 
$1 per CPU hour. It thus provides resources on demand over a Grid infrastructure. 
 
“The Sun Grid Compute Utility off-loads the challenge of provisioning peak 
workloads, allowing organizations to increase processing capacity while transferring 
the burden of capital allocation planning and utilization management to Sun. The Sun 
Grid Compute Utility provides a reliable, secure, and cost-effective parallel execution 
environment to run compute-intensive applications on an as-needed basis.” 
[SunGridDev] 
 
The Sun Grid Compute Utility is ideal for computational intensive applications and 
enables companies to run various applications such as: Monte Carlo simulations, risk 
and portfolio analysis, animation, rendering, computational fluid dynamics, crash-test 
simulations, drug development, weather analysis etc. To make full use of the Sun 
Grid, the applications need to be capable of parallel execution.  
 
“Applications well-suited to the Sun Grid Compute Utility are compute-intensive, 
batch-oriented, and non-interactive. Applications must be self-contained, with all 
necessary libraries and data sets uploaded to the Sun Grid Compute Utility. Externally 
available libraries and data are not available to the running application since Sun Grid 
Compute Utility jobs cannot access the Internet during execution. All executable code 
and scripts must be able to run under a normal Solaris™ Operating System (OS) user 
ID and must not require any special privileges (e.g., root, etc.) Binary executables can 
be either 32-bit or 64-bit applications built on the Solaris 10 OS, x64 Platform 
Edition. Alternatively, applications can be developed for a Virtual Machine for the 
Java™ platform (Java Virtual Machine or JVM™ tool interface) running or uploaded 
to the Sun Grid Compute Utility. As of July 2006, the Sun Grid Compute Utility 
nodes are Sun servers based on AMD Opteron™ processors. (Current node and 
software configuration details can be found at https://application-
environmentinfo.developer.network.com/). Third-party applications that meet the 
above application criteria are also eligible for execution on the Sun Grid Compute 
Utility (assuming the user either owns the application or has obtained required run-

IST – 033634 GRIDECON 28



WP3 – D3.1: Grid Component Specification Report 
 
 
 
 
 
time licensing, and the application is available for upload to the Sun Grid Compute 
Utility).” [SunGridDev] 
 
Running an application on the Sun Grid Compute Utility is a three stage process. The 
three stages are: local development and testing of the application, submitting the job 
through the Sun Grid web interface, execution of the application by the Sun Grid. 
Figure 9 describes the workflow of the process in more detail. 
 

 
 
Figure 9– Flow of job submission in the Sun Grid Compute Utility [SunGridDev] 
 
DRMAA (Distributed Resource Management Application API) is a generalized API 
specified by the Global Grid Forum to specify job control actions to a variety of 
Distributed Resource Managers, including but not limited to, the Sun N1 Grid Engine 
software. The API is designed to integrate with Grid computing environments, 
allowing applications to programmatically submit, monitor, and control owned jobs 
via the DRMAA interfaces. 
 
Accounting is based on the services provided by the Sun N1 Grid Engine. The current 
technical capabilities and benefits provided by the Sun Grid Compute Utility are:  
• Sun Fire dual processor Opteron-based servers with 4 GB RAM per CPU;  
• Solaris 10 OS (x64);  
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• Solaris 10 OS;  
• Sun N1 Grid Engine 6 software;  
• Grid Network Infrastructure of 1GB switched Data Network and 300 Mb 

dedicated  
• Web-based access portal; and  
• Secure internet data transfer at no additional cost  
• Storage allocation of up to 10 GB per active user account.  

2.4 Programming Frameworks for Service-Oriented 
Architectures 

2.4.1 GigaSpaces’s Rio Architecture 
Rio is a Policy-Based infrastructure automating the deployment and execution of 
distributed applications. In addition, Rio provides an elegant approach towards the 
development of dynamic services, using either a Plain Old Java Object (POJO) 
approach, or Rio’s Jini Service Bean (JSB) model. Creating dynamic service 
architectures Rio concentrates on the following architectural capabilities: discovery, 
dynamic provisioning, quality of service, fault detection and recovery, service 
development. 

2.4.1.1 Discovery 
Rio dynamically discovers itself, using Jini technology components [Jini]. As needed, 
discovery tunnels are used to bridge networks that are either out of multicast range or 
do not forward multicast packets. Alternative discovery and usage mechanisms may 
be employed as well, providing accessibility to a (protocol agnostic) heterogeneous 
client base. Service discovery is accomplished dynamically, using declarative 
attributes. Rio provides a service association model, specifying directed associations 
that a service has with other services and enforces them at runtime. Using this 
approach, associated service dependencies can be injected using an IoC1 approach. 

2.4.1.2 Dynamic Provisioning 
Compute resources are virtualized allowing service components to run on any 
machine that support the JVM. Platform capabilities are used to define the operational 
capabilities of the compute resource, and used as policy mechanisms to determine 
whether service(s) can be allocated to compute resources. A lightweight dynamic 
'agent' called a Cybernode turns heterogeneous compute resources into services 
available through the network. The Cybernode represents the capabilities of a 
compute resource they run on through quantitative and qualitative mechanisms. 
Cybernode instances dynamically discover and enlist with dynamic provisioning 
agents, and provide a lightweight container to instantiate mobile services. Services are 
dynamically provisioned through the network to compute resources that meet 
operational requirements of the service. Services may contain the domain logic to 
process specific requests, or provide a Service Control Adapter mechanism to 
assimilate incumbent technology. Services are allocated to compute resources using 
either a round-robin semantic or by utilizing the Resource Cost utilization mechanism 
(representing an aggregate utilization of the compute resource), allocating services 
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through the network. Rio provides a model to dynamically instantiate, monitor and 
manage service components as described in a deployment descriptor. The deployment 
descriptor provides context on service requirements, dependencies, associations and 
operational parameters. The dynamic provisioning agents additionally provide 
pluggable load distribution and Resource Cost analysis mechanisms to effectively 
make use of resources on the network. 

2.4.1.3 Quality of Service 
Using the policy mechanisms available in Rio, services can have SLAs attached to 
them, ensuring operational criteria are met. The dynamic service's operational 
behaviour can be monitored and dynamically scale it's environment up and down 
based on declarative attributes. In this way, the service Grid works with the Rio 
provisioning agents to dynamically size and provision the required services based on 
realtime operational demands. 

2.4.1.4 Fault Detection and Recovery 
Key to keeping the dynamic service Grid operating is to ensure services (and the tasks 
they are processing) are still running. Utilizing Fault Detection Policies, Rio provides 
the essential capability to detect the existence of running and available services. If 
services become unavailable, or fail to meet processing requirements, the recovery of 
those services to available compute resources is enabled by provisioning mechanisms.  

2.4.1.5 Service Development 
Developing services for use with Rio is simple. The approach is to provide a 
nonintrusive model that removes the complexity surrounding service development 
and deployment. Service development follows an elegant approach towards the 
development of dynamic services, using either a Plain Old Java Object (POJO) 
approach, or Rio’s Jini. 

2.5 Shortcomings of Existing Grid Middleware 
As already shown in the previous sections, numerous solutions exist today in offering 
Grid technology. These range from open source projects to commercial platforms and 
target from organizations and SMEs seeking to support their IT infrastructure to end 
users that are seeking one single job execution. However, they all share a common 
shortcoming; they do not provide advanced mechanisms and components to fully 
exploit the commercial viability of existing Grid technology. 
 
An overview of public domain Grid middleware shows that most of these systems do 
not support advance resource allocation for cross-domain inter-company usage of the 
Grid infrastructure. Their existing components try to maximize resource allocation 
with respect to CPU usage and minimize the idle-time of resources. This however is 
an oversimplified view with respect to economic aspects. It may maximize the usage 
of the Grid processing power but does not guarantee maximum revenue for both Grid 
providers and end users.  
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In general, the lack of standards is one of the most significant shortcomings. The 
choice for a platform will create a lock-in (vendor or platform (in case of the open 
source platforms)). Even in the case of a third party offering services (a so-called 
Utility Service Provider (USP)) there will be considerable lock in since there will not, 
for the direct future, be a model where you can submit a arbitrary task to the Grid. 
Currently, the vendors have to provision for all tasks. For example, they have to have 
standard interfaces for applications such as Monte Carlo simulations and Seismic 
analysis. 
 
Further more, since most deployments (by actual users, not the products of vendors 
like IBM ODINA) do not go beyond the boundaries of the enterprise there is little 
demand for a robust economic component that does billing, SLA negotiation and so 
on.  
 
Grid computing or utility computing is still a long way from the vision of a true utility 
where you can submit your job and it runs. However, it is not of a surprise, when 
looking at the utilities industry. It has taken them decades to perfect such a model. 
The vision of Service-Oriented Knowledge-Utility (SOKU) as formulated by the EC 
will be a roadmap for this.  

2.5.1 Public domain Grid middleware 
In more detail, the shortcomings of the overviewed existing public domain Grid 
middleware are: 
 
 Globus 

Globus is trying to build appropriate, high-level scheduling and discovery 
components using the WS-Agreement standards in order to allow for better 
scheduling and reservation of resources. However, the current models are still using 
basic schemes for capturing user/application requirements and are not able to 
represent economic models. 
 
 gLite 

The gLite project is based on a Workload Management System (WMS) for 
performing scheduling and resource allocation. However, the current model tries to 
only monitor resources in order to ensure that a job can be either executed or not. 
gLite does not consider economic attributes in the scheduling logic. 
 
 GRIA 

The GRIA middleware is the most advanced Grid middleware in the public domain 
category. They have implemented a subsystem that allows users to create accounts, 
provides a credit system, and also supports SLAs management. These components, 
however, are all static (they do not dynamically adapt or could consider bidding 
algorithms). In most cases, they are evaluated simply as true or false, according to 
whether resources are available or not. 
 
 Gridbus 
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The Gridbus project has created a Grid Service Broker for handling job allocation. 
This component allows the implementation of scheduling for price-based allocation 
but has not yet been implemented. 

2.5.2 Commercial middleware 
IBM, HP and Sun are also selling some type of computing power or data resource on 
demand, but they sell primarily to large corporations, and on a very big scale. 
Amazon, on the other hand, sells to large corporations as well as to small and 
medium-size businesses, via technology based on Amazon middleware services (EC2 
and S3). Amazon EC2 suggests a more innovative use of Grid computing and 
middleware, but it is still limited to the HPC service architecture. It still does not 
consider any of the Grid issues related to resource coordination and management, 
incentive issues, and payment issues. It is a highly centralized single-source system. 
Still, the price range is reachable for SMEs and it is of great interest to explore how 
influential this technology and middleware can be in catalyzing Grid adoption in the 
business and commercial sector. In more detail, the shortcomings of some of the 
above-mentioned commercial Grid middleware are: 
 
 Gigaspaces 

The Gigaspace architecture is optimized for providing single business entities with a 
supporting Grid infrastructure that can easily scale with demand and maximize the 
usage of existing infrastructure. Their model is however targeted to single domains 
and does not support bidding or SLAs management, which are crucial for a large scale 
competitive environment. 
 
 Sun N1 Engine 

The N1 Engine implements resource reservation and backfilling along with policy-
based resource allocation. These functionalities allow intra-company competitiveness 
for resources but require domain control that is not suitable for intra-company 
competitiveness. The N1 engine, along with similar initiatives such as HP Adaptive 
Enterprise, was an early attempt to offer a complete offering around Grid. Although 
still promoted by Sun, it is now less central to its strategy. 
 
 Sun Grid Compute Utility 

Due to their commercial usage, only a few details are known for the Sun Grid 
Compute Utility. The pricing scheme however ($ per CPU hour) and the lack of 
management of dynamic SLAs shows that it does not support a fully competitive 
environment. The current scheduler is based on a combination of weighting of 
policies, priorities and order of submission. Initial targets for the SGCU included oil, 
financial and media companies. There were also challenges around the ‘small print’ of 
the offering such as the need for a fixed contract and ability to predict future demand. 
Other concerns included security, software support, reliability and management. After 
an initially disappointing commercial feedback, Sun is now looking to revamp its 
efforts here and is also interesting in signing up franchisees for the service. 
 
 Amazon 
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Not a lot of technical details are known for the Amazon platform either (due to its 
commercial usage). Like the case of Sun Grid Compute Utility, it follows a fixed 
price pricing scheme and does not support priority usage. 

2.5.3 Main shortcomings 
Looking at the above analysis, we can identify the main shortcomings of current Grid 
infrastructures and middleware in the following points: 
• Most middleware provide only basic pricing components (while this is completely 

absent in some of them). They do not analyze economic parameters and only try to 
maximize resource utilization from a technical perspective. 

• SLAs are only present in some of the current middleware. However, even those 
that support SLAs do not investigate dynamic negotiation of SLAs and only 
monitor static ones, in a simple attempt to see if the requirements of the SLA can 
be satisfied at a given time period. 

• Most of the current middleware is targeting single domain server resources based 
on static management. Dynamic management of the resources and negotiations 
between resources from different domains is not yet supported. 

• Trust issues are not yet fully investigated. As most of the current middleware 
investigate single domain (single provider of the Grid infrastructure) 
environments, trust issues are not high on their agenda. Trust issuers are a pre-
requirement however if they are migrated to open Grids, with multiple Grid 
providers and inter-company usage. 

• When moving to inter-company usage and inter-Grid bidding, interoperability is 
another issue that must be addressed. Economic aware components need to be able 
to provide standard interfaces in order to facilitate negotiation and bidding for 
public/common resources and maximize both profit for all providers and minimize 
costs for end users.
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3 Grid Architecture 

Since most Grid engines are based on a service-oriented architecture, additional 
services can be added. These new services, which have nothing to do with Grid 
middleware services per se, can be uploaded by any entity, which can then use the 
Grid resources to invocate its services. Just as services are instantiated as needed, the 
resource allocation would work in a similar fashion. The owner of the service would 
only buy resources when needed or, if demand is high, would have a set of resources 
reserved in the long term and once these resources are not sufficient to handle 
incoming requests, additional resources are bought.  
 
There are no limitations on what types of services can be added to the commercial 
Grid environment. As long as the service provider is willing to pay for the resources 
consumed, any type of service can potentially be run on the Grid. However, the 
service provider must find a way to determine the resource requirements for the 
services deployed by him. This problem is, as of now, unsolved and is vital to the 
successful implementation of this paradigm.  
 
Such a paradigm also requires that there is a charging and billing system in place, 
which allows service providers to charge clients for the service usage. The charging 
and billing system would be another service, which could be implemented by various 
financial institutions to facilitate the charging process. It is important to note that the 
resource provider is not necessarily involved in charging the service user, since these 
two entities never interact. In order to simplify the use of services, the service 
provider charges the service user for the service usage via the charging and billing 
service. In addition to this, the usage of Grid resources is entirely transparent to the 
service user. All resource ordering is left to the service provider. However, we assume 
to give the user the necessary information to determine if the currently owned 
resources are sufficient to handle the incoming requests or if additional resources are 
needed.  
 
In essence, this scenario makes use of the metaphor “Everything is a Service,” 
meaning that all software running on the Grid is treated like a Web service. This 
approach standardizes the finding and invocation of services and gives service 
customers more flexibility to use the services as they see fit. The standardization of 
communication also helps to simplify Grid communications and interactions between 
entities in this environment. 

3.1 General Grid Computing Architecture  
The general Grid computing architecture, that we define here, includes four main 
layers: resources layer, Grid resource service layer, software service layer and user 
layer. At each layer there are different services providing the necessary functionality. 
0 shows the major components at each layer as well as the degree of maturity and the 
amount of economics functionality involved. Maturity of services is represented with 
shades of blue and economic functionality with shades of red. For example, a light 
blue shade on a service represents a less mature service, whereas a dark red shade on a 
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service represents important economic functionality. Moreover, a white shade 
represents a non-existent service or no economic functionality. The picture also 
includes some of the current Grid middleware and their relative positioning in the 
layers of the general architecture. The picture incorporates the state of the art in terms 
of Grid services and economic components. 
 

 
 
Figure 10– General Grid Computing Architecture 

3.1.1 Resources layer 
The resources layer contains physical resources that people want to share and access. 
Those resources can be computational, storage or network resources. The physical 
resources have all characteristics of Grid hardware, i.e. they are numerous, distributed, 
have heterogeneous configurations, and various usage policies. 
 
At each site, the physical resources are managed by resource management software 
(RMS), which handles the management tasks locally. The management software 
performs scheduling, allocation, controlling of the state of resources, and access 
provisioning for local users. PBS, CCS and Sun N1 are just some examples of this 
management software. 
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3.1.2 Grid resource service layer 
The Grid resource provider layer provides either a resource scheduling service or the 
traditional computing service. With the resource scheduling service, users of this layer 
can obtain resources for a specific period and use them at their own discretion. The 
traditional computing service executes the computing intensive jobs of customers and 
returns the results. 
 
To obtain Grid resources, users of this layer can contact the provider directly or 
through a resource broker. The contract between the provider and the user is called 
Service Level Agreement (SLA). The process of negotiating and signing the contract 
between customer and provider is called SLA negotiation. When the contract is 
signed, the provider will reserve resources in the resource layer.  
 
As part of the SLA, the resource provider must provide monitoring information to 
users. The monitoring information collected from the resource layer will help the user 
to determine the state of the provided resources and to check whether the SLA is 
violated.  
 
The Grid resource provider layer must also have a billing, accounting, charging and 
payment system in place. Such a system is necessary for any kind of transaction 
between users and providers. 

3.1.3 Grid software service layer 
A provider of Grid software services offers its own or third party software services on 
top of Grid resource services, which it does not need to own. The software service 
provider allocates Grid resources from the Grid resource provider and deploys his 
service on the Grid resource. Consumers use these services and pay for their usage to 
the software service provider. The service provider pays for the cost of using Grid 
resources to the Grid resource provider. As shown in 0, a few examples of these 
software services are: 
• Workflow service. Running a Grid-based workflow application under an SLA 

contract that mainly aims at finishing the workflow execution on the Grid within a 
pre-determined period of time is a special service. Because of the complex 
structure of the workflow and variety in the configuration of RMSs, this service 
needs several specific components such as the mapping module and error recovery 
module.   

• Repository service. This service stores software code that can be used by any end-
user to run on the Grid. 

• Service deploy service. The deploy service helps deploying the software on 
specific Grid resources. 

• Service broker. The service broker supports end-users to find the appropriate 
service for the task needed to be performed. 

• SLA management. This management service facilitates the use of service level 
agreements between end-users and providers. 

• Service composition service. This service provides an environment for service 
creators to compose new services out of existing services. 
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• Billing stack service. The billing stack service comprises those services that are 

needed for monitoring, accounting, pricing, charging, billing, and payment of the 
usage of any software services at this layer. 

3.1.4 User and application layer 
This layer represents the user and the application that are executed on the Grid. Via 
Web services interfaces, the end user can check, for example, which services are 
currently available, the price of services, or the quality of service providers. The 
customer can then contact the owner of the service to buy access to the service.  
 
The kind of application can range from Web applications to high-performance 
computing applications. Examples of such applications are Web servers, social 
network system, or a fluid flow simulation.  

3.2 Functional Analysis of the GridEcon Reference Business 
Models 

Based on the classification of business models in deliverable D1.3, we discuss in 
more detail two of the abstract business models with respect to the functionality that 
they require for their execution. The first reference business model is the 
“Economically Efficient Utility Computing”, which represents the functionality of the 
“Open Market Business Model” and the “Intra Company Utility Computing Business 
Model” of deliverable D1.3. The second reference business model is the “Software-
as-a-Service”, which explains the functional requirements of the Software-as-a-
Service Business Model of deliverable D1.3. 

3.2.1 Reference Business Model: Economically Efficient Utility 
Computing 
There are a number of advantages of utility computing. First, different Grid systems 
that provide utility computing can perform load balancing amongst each other, thus 
ensuring that the capacity of the Grid is used to the highest extent possible. Second, 
utility computing implies that computational power is always present from a fault-
tolerant perspective (It is unlikely that all single Grid systems will fail on the Grid at 
the same time). Furthermore, the operation of the Grid is transparent, meaning that the 
user is not aware of the fact that the application is running on a Grid environment. All 
these advantages do not only enable scientific discovery but also allow commercial 
customers to use the power of such a Grid to solve their problems quickly and 
efficiently. 
 
However, there are many different kinds of users (e.g. SMEs, large enterprises, the 
general public, and academia), distinguishing themselves in the amount of budget, 
urgency of their application, and quality of service expectations.  
 
For example, industry users, which try to achieve a competitive advantage, require the 
termination of the execution of their application within a specific period of time. As 
they pay a higher price than others to get their job executed on time, they have the 
right to receive high priority service. One way of expressing the high priority is 
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through an agreement between the user and the Grid system. This agreement, which is 
called a Service Level Agreement (SLA), has to be mapped onto the actual resource 
market. The purpose of the SLA is to identify the shared goals and objectives of the 
concerned parties. It sets boundaries and expectations. An SLA clearly defines what 
the user wants and what the provider promises to supply, which helps to reduce the 
chances of disappointing the customer. An SLA describes a clear, measurable 
standard of performance and penalties if it cannot be delivered. Based on this 
description, internal objectives become clear and measurable.  
 
This paradigm of utility computing supports the execution of any application (i.e. 
HPC workflow, parallel applications, or simple sequential application, such as Web 
servers). Any end-user can get access to any kind of computational resource, ranging 
from supercomputers, which provides large computing power reliably, to a single PC. 
The interaction between the user and the Grid can be seen in 0. In particular, it shows 
the case, in which the consumer has a software application and wants to run it on the 
Grid. In each of these cases, the Grid offers the mechanisms for deployment and 
execution (e.g. automatic deployment, execution monitoring, workflow management). 
0 also shows the architecture and the corresponding business process (component 
interactions) for purchasing hardware resources on the Grid and for executing the 
application. 
 
Implementing such an application requires at least the following basic functionality, 
classified again into three layers: 
• Hardware Resource Layer: At this layer of the Grid, server, storage and network 

resources are offered. To run a job on the shared resources, basic Grid middleware 
providing at least virtualization, security, automatic job execution, and metering 
needs to be installed. 

• Grid Resource Layer: This intermediate layer between user and Hardware 
Resource Provider implements most of the functionality and services needed to 
run the application. 

 Basic Grid Middleware: The Grid middleware provides scheduling, 
application management, metering, and accounting.  

 Resource Broker: It selects best resources upon user request and 
initiates the job deployment and monitors the job execution.  

 Billing Stack service: Interacts with the Resource Broker to charge the 
user for the consumed resources. It has a Pricing component for storing 
current and past prices and a component for charging and billing. 
When the execution completes, it bills the users. 

• User: The user runs applications on the Grid using the functionality provided by 
the Grid Resource Provider. 
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Figure 11– Running applications on the Grid 

3.2.2 Reference Business Model: Software as a Service (SaaS) 
For software owners, this model has a number of advantages. First, they no longer 
need to be concerned with license agreement violations, which are common when 
software is sold directly to the customer. Second, since customers pay only for their 
usage, small users who would otherwise not be able to afford buying the software can 
now purchase units of usage of the software. These additional customers will increase 
the amount of income for the software owner and, thus, contribute to higher profits 
from software development. However, for the discussion of the functional 
requirements of Software-as-a-Service, the following third reason is the most 
important one. Since the software owners can use the Grid to run the software, they do 
not need to own the resources themselves. Instead, they can reserve a set of resources 
for a long time period and, should more resources be needed, the software owner can 
buy additional Grid resources on demand. This degree of flexibility cannot be 
achieved anywhere else and should make the Grid an attractive alternative to buying 
resources and having to maintain them. 
 
The SaaS business model also has some advantages for customers. First, customers do 
not have to have sufficient hardware resources available to run the application. 
Instead, they can keep their regular resources, lowering expenses not only through the 
pay-per-use model but also because of savings due to decreased resource purchases. 
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Therefore, the pay-per-use model opens the opportunity to use the most powerful 
software, which would otherwise be too expensive to buy. For customers, such as 
SMEs, SaaS levels the playing field when it comes to competing with large 
companies. This aspect is especially important for SMEs in fields like metallurgy, 
which require highly complex computations and SMEs produce many specialized 
products. 
 
This reference business model, Software as a Service, involves the purchase of 
software and resources. 0 shows the business process of running a SaaS business 
model on the Grid. The basic functionality that a system has to provide to offer 
software-as-a-service can be classified into four layers that had been introduced in the 
previous section: 
• Hardware Resource Layer: This layer consists of the server, storage and 

network resources, which are owned by many resource providers. To run a job on 
these computers, basic Grid middleware providing at least virtualization, security, 
automatic job execution, and metering needs to be installed.  

• Grid Resource Layer: The intermediate layer between the user and the Hardware 
Resource Provider implements most of the functionality and services needed to 
run the application. 
 Basic Grid Middleware: Grid middleware provides scheduling, 

application management, metering, and accounting.  
 Resource Broker: It selects best resources upon user request and initiates 

the job deployment and monitors the job execution.  
 Billing Stack Service: Interacts with the Resource Broker to provide 

services for billing the user for the consumed resources. It has a Pricing 
module for calculating the current price based on past pricing and usage 
information. It also has a module for charging and billing. 

• Software Service Layer: This layer represents providers who run software, might 
not own the software, do not own the hardware, and might offer supporting 
software services. 
 Software Discovery Service: Software vendors register their applications 

in a Software Repository. Information about available software 
applications and their SLA can be retrieved from the repository. 

 Software Broker: It uses a software discovery service to retrieve 
information about applications matching the user's preferences, in order to 
offer the different choices to the user. 

 Application Service: This service provides an environment to the user for 
running a software application on the Grid, which has been selected 
beforehand. 

 Billing Stack Service: Interacts with the ASP and with the Billing Stack 
Provider at Grid Resource Provider layer to provide services for billing the 
user for the consumed hardware resources and applications. Its basic 
functionality is the same as of the Billing Stack Provider of the Grid 
Resource Provider layer. When the execution completes, it bills the users. 

• User: This entity is the software client who uses the application. It buys access to 
the application on a usage-basis, using the functionality provided by the Software 
Service Layer.  
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Figure 12– Reference Business Model: Software-as-a-Service 
 
The interaction between these entities occurs in three stages. In the first stage, the 
software owner contacts the Grid resource provider to specify the required resources. 
Once these are made available, the software owner can upload the application and 
wait for customers. Once a customer wants to use the software (selected via the 
software broker) and resource bundle, he will contact the application provider, who is 
responsible for ensuring that the software runs smoothly. Finally, the user will be 
billed for the hardware resources and the software consumed. 

3.3 GridEcon Reference Architecture  
0 showed the general Grid architecture. 0 illustrates a subset of the general Grid 
architecture, namely the economics-related, functional components of the general 
Grid architecture in more detail. With the help of those components, it will be 
possible to implement the reference business models, introduced in the previous 
section.  
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Figure 13– GridEcon Reference Architecture 
 
The economic aspects of the five layers are listed beneath each layer:  
• Resource Layer: This layer contains the physical resources that are shared on the 

Grid (servers, storage, and network). 
 This layer does not require any additional components. 

• Basic Resource Layer: This layer comprises the functionality needed to buy and 
sell resources in a distributed environment (Resource Broker, Scheduler, SLA, 
Billing Stack).  
 Resource Market: This market provides spot prices and futures prices for 

the hardware resources. 
 Billing Stack: This service provides all functionality to record all resource 

consumptions of users on the Grid. 
 Scheduler: The scheduler sets the order of execution of all applications 

that have to be executed on the Grid. The scheduler exists for local Grid 
systems as well as for a set of local Grid systems. 

• Composite Grid Resource Layer: This layer comprises all services that deal 
with composed Grid resource services. It provides additional functionality through 
combining resource services. 
 Service Level Agreement (SLA): The SLA service helps to deal with 

more complex application structures such as workflows and with more 
expensive services. However, they open up game situations. The SLA 
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conditions have to be mapped onto the resource market of the Grid 
resource layer. 

 Capacity Planning: The price of applications and resources fluctuates 
based on demand and supply. That is why, in order to minimize their costs, 
consumers need to plan when to buy resources. Providers, on the other 
hand, need to plan when to sell their resources and how much they should 
sell in order to maximize their profit. It will also help providers to make 
purchasing decisions about new resources. 

 Risk Brokers: These brokers try to minimize the cost for consumers by 
finding not only the best deal from several offers based on user specified 
parameters but also based on the uncertainty of the availability of 
resources. 

 Trust Broker: This broker helps users of the Grid to evaluate the 
uncertainty, which results from using resources of unknown providers. 

• Software Service Layer:  
 Billing Stack: The functionality of the billing stack service comprises 

monitoring, accounting, pricing, and charging services. How much has 
been used would be fairly monitored and accounted such that the provider 
and the consumer trust the system and can assess their costs and profits. 

 Software Hosting Provider: The software hosting provider (identical to 
the Application Service Provider of section 3.2.2) provides an environment 
for end-users to execute an application for which they are paying on a 
usage-basis. 

 Web Service Market: This market service allows users to trade Web 
services (i.e. applications). 

 Software Broker: This service helps users to find the appropriate software 
according to the requirements. 

 Billing Stack Service: This service is similar to the service mentioned in 
section 3.2.2. It meters, accounts, charges, and bills users for the resources 
(hardware and software) consumed. 

• User and Application Layer: This layer represents the user and the applications 
that can be executed on the Grid. 
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4 Specification of Economic-Aware Grid 
Components 

This chapter describes the specification of the economic-aware Grid components 
presented through the GridEcon architecture introduced in the previous chapter. The 
following template table is a list of information that describes the specification of an 
economic-aware Grid component, which is at a very high level. 
 
Name of Grid Component: Given name of the component 
Short description of the 
functionality of the component (2 
sentences) 

This is the synopsis. 

Economics-related functionality Describes the functionality, which is different 
to existing components with respect to 
economics 

Number of output interfaces: This is the total number of output APIs that the 
component has. 

Description of interface o1: Describes the first output API, which it 
provides to other components. 

Description of interface o2: Describes the second output API, which it 
provides to other components. 

… Describes the nth output API, which it provides 
to other components. 

Number of input interfaces This is the total number of input APIs that the 
component has. 

Description of interface i1 Describes the first set of input data (i.e. output 
data of other components), which it needs to 
perform properly. 

Description of interface i2 Describes the second set of input data (i.e. 
output data of other components), which it 
needs to perform properly. 

… Describes the nth set of input data (i.e. output 
data of other components), which it needs to 
perform properly. 

Detailed description of the 
functionality of the component 

Describe as comprehensively as possible the 
specification of the component 

 
The economic-aware components that we specify in the following sections are: the 
services part of the billing stack, different broker services, a service level agreement 
service, a capacity planning service, as well as market services. We also portray the 
design parameters that have an impact on the reference scenarios and applicability of 
modelling results. 
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4.1 Billing Stack 
Resources and services in a Grid environment need to be monitored accounted and 
ultimately the users of these resources and services are to be charged. The Billing 
Stack provides the necessary infrastructure to enable economic trading of computing 
resources and applications (or software) in a Grid environment. This functionality is 
present in different degrees of granularity for the various layers presented in 0. 0 
shows the high-level functional components of the billing stack: metering, monitoring 
and mediation; accounting; user information; pricing; charging; billing; payment 
system. The individual components will be described in detail in the following 
sections. Ideally all of the modules could be Grid services and be offered by various 
middleware or Grid service providers. 
 

 
 
Figure 14– Billing Stack for the Grid 

4.1.1 Metering, Monitoring and Mediation Service 
The M3 module deals with metering, monitoring and mediating or filtering the usage 
information regarding Grid resources. The following Grid projects deal with M3 in 
more detail: Gridbus, SGAS, Akogrimo, NextGrid, HPC4U, GT4, UNICORE 
(PLUS), EUROGRID, SIMDAT, EGEE, GRIA, and gLite. However, in a low level 
form all Grid projects have means for monitoring and metering resources. The M3 
stack is usually tightly integrated into the Grid middleware and to some extent 
dependent on the underlying operating or resource management systems. The 
subsequent billing stack modules are in principle independent of the underlying 
infrastructure and can run as Grid services, e.g. OGSA compliant. 
 
Name of Grid Component: M3 Service 
Short description of the 
functionality of the component 
(2 sentences) 

This module deals with the metering, monitoring 
and mediating (or filtering) usage information 
regarding Grid resources. This component is 
usually integrated into the low-level Grid 
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middleware with ramifications at higher levels to 
support more complex functions such as 
transactions. 

Economics-related functionality This module extends the functionality of existing 
middleware components to allow for the metering 
and monitoring of complex resources as well as 
services. 

Number of output interfaces: 1 
Description of interface o1: Record of usage for resources and services  
Number of input interfaces 1 
Description of interface i1 Row monitoring and metering information from 

the underlying layers, e.g. CPU time, amount of 
memory, storage space. In addition, in case of 
higher level services the number of transactions is 
also required. 

Detailed description of the 
functionality of the component 

This component will gather all the necessary 
information to enable other components to charge 
for the use of resources and services. The metering 
information will include CPU time, memory 
usage, storage space, bandwidth utilization which 
will be obtained either directly from the 
underlying operating system or through the 
interfaces of existing resource management 
systems. At higher levels in the Grid architecture 
the metering and monitoring components will 
gather transactional information such as the 
number and the duration of transactions. All the 
metered information from various sources and in 
different formats will be exposed through a 
common format representing a record of usage for 
resources and/or services. 

4.1.2 Accounting Service 
This part of the billing stack aggregates and correlates usage data per user account 
with the user information. The usage data is provided by the M3 service(s) of the 
respective resources or services used. The user information could be a different 
service or integrated into the Grid middleware and part of the security infrastructure. 
The higher we get into the billing stack we find less Grid projects having components 
performing this functionality. An accounting module is present in the following Grid 
projects: Gridbus (with GridBank), SGAS (part of GT4), Akogrimo, NextGrid, 
HPC4U, EGEE (with DGAS), GRIA. 
 
Name of Grid Component: Accounting Service 
Short description of the 
functionality of the component 
(2 sentences) 

This part of the billing stack aggregates and 
correlates usage data per user account with the 
user information. The usage data is provided by 
the M3 service(s) of the respective resources or 
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services used. 
Economics-related functionality This component helps mediating and filtering 

information according to user information and 
user preferences and profiles which in turn has 
economic ramifications such as pricing plans. 

Number of output interfaces: 1 
Description of interface o1: Aggregated and correlated usage record for 

resources and services. 
Number of input interfaces 1 
Description of interface i1 The usage records from the underlying utilized 

resources and services together with user specific 
information and preferences, e.g. usage history or 
special discounts and user privileges. 

Detailed description of the 
functionality of the component 

The accounting service is a Grid service which 
aggregates the usage data from all resources used 
while executing a possibly complex Grid job, 
while running a software application on the Grid, 
or using a commercial service. This accounting 
component will gather all the metered information 
from the respective M3 services monitoring the 
resources or services which were used during the 
execution of the process. The accounting service 
will then aggregate the information in a compact 
form and correlate it with user preferences and 
information. The result will be a more compact 
usage record which can then be further processed 
by the subsequent modules or other services. 

4.1.3 Pricing Service 
This component of the billing stack sets the prices for resources and services 
according to demand and supply, marketing, cost, return on investment (ROI), etc. 
Moreover, the component should support different prices which are organized in 
pricing plans and tariffs. To support more complex pricing plans and tariffs which 
guarantee availability reservation schemes for resources and services might be 
required. A pricing component or functionality seems to be available in the Gridbus 
module GridBank and the DGAS pricing authority (PA) within the EGEE project. 
 
Name of Grid Component: Pricing Service 
Short description of the 
functionality of the component 
(2 sentences) 

This component of the billing stack sets the prices 
for resources and services according to demand 
and supply, marketing, cost, return on investment 
(ROI), etc. Moreover, the component should be 
able to support different prices which are 
organized in pricing plans and tariffs. 

Economics-related functionality The new functionality will enable dynamic prices 
for resources and services in a Grid market which 
will ease the work of service and resource 
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providers in establishing pricing plans and tariffs. 
Number of output interfaces: 1 
Description of interface o1: A pricing function for the respective resources and 

services, valid for a certain duration 
Number of input interfaces 1 
Description of interface i1 Amount of available resources and respective 

demand, the cost of maintaining and operating the 
resources, special offers, parameters to maximize 
(utility, profit, etc.) 

Detailed description of the 
functionality of the component 

This pricing component will analyze the different 
inputs such as the amount of available resources 
and respective demand, the cost of maintaining 
and operating the resources, special offers 
according to marketing, etc. The component will 
then offer viable pricing functions valid for a 
certain time period to maximize certain 
parameters such as the utility of the user, the profit 
of the provider, etc. To support more complex 
pricing plans and tariffs which guarantee 
availability reservation schemes for resources and 
services might be required. This component 
allows economic service to adapt accordingly to 
the market demand. 

4.1.4 Charging Service 
The charging service correlates accounting data with the pricing structure, discounts, 
and pricing promotions. This part of the stack computes the charges for resource and 
service consumption which need to be billed to the customer. Grid projects having a 
charging module are: Gridbus, SGAS, Akogrimo, GRIA. Charging modules are 
usually associated with A4C components that provide user authorization, authenticity, 
accounting and charging. In the Gridbus project this function is also available in the 
GridBank service. The most common charging modes are: pay before use, pay as you 
go, and pay after use.  
 
Name of Grid Component: Charging Service 
Short description of the 
functionality of the component 
(2 sentences) 

The charging service module correlates 
accounting data with pricing structure, discounts, 
and pricing promotions. This part of the stack 
computes the charges for resource and service 
consumption which need to be billed to the 
customer. 

Economics-related functionality This component separates the economic 
functionality present in some existing middleware 
components which perform accounting. The 
charging service allows for more flexibility in 
building complex economic Grid services which 
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can use dynamic pricing offered by a pricing 
service. 

Number of output interfaces: 1 
Description of interface o1: A charge record for the resources and services 

used for a particular period of time, depending on 
the charging method (pay before use, pay as you 
go, pay after use). 

Number of input interfaces 1 
Description of interface i1 Aggregated and correlated usage record of all the 

utilized underlying resources and services together 
with the respective pricing function and the 
specification of the charging method. 

Detailed description of the 
functionality of the component 

This component separates the economic 
functionality of computing the charges for 
consumers. It allows for more flexibility in 
combining economic Grid services with the 
respective underlying resources. The charges are 
based on the information provided by the 
accounting and pricing service. The accounting 
service provides an aggregated and correlated 
usage record of all the utilized underlying 
resources and services. The pricing service offers 
the respective pricing function(s). The 
configuration of the charging service as well as 
the user preferences (or information) provides the 
specification of the charging method. Using all 
this data the charging services correlates and 
computes the charges for resources and service 
utilization that the customer will be billed for. 

4.1.5 Billing Service 
The billing module prepares the invoice for the end user. The invoice might contain 
information such as all charges for a time period, total amounts to be paid, method of 
payment, contract details, etc. As with the pricing module billing seems to be 
available only in Gridbus, namely GridBank. The A4C Server in Akogrimo also 
offers some billing functionality. The billing functionality is usually tightly coupled 
with the charging and accounting. However, this functionality is not clearly defined in 
the current Grid projects. 
 
Name of Grid Component: Billing Service 
Short description of the 
functionality of the component 
(2 sentences) 

The billing service component combines dynamic 
information from the charging service and 
automated currency exchange feeds with customer 
specific billing details held in persistent storage to 
produce invoices suitable for payment. 

Economics-related functionality This component provides the ability to consolidate 
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charges arising from a chain of multiple services, 
and where required to aggregate the charges by 
time. 

Number of output interfaces: 2 
Description of interface o1: Electronic output of billing information to end 

user, probably by automated email of electronic 
document. 

Description of interface o2: Output to payment service - customer account 
reference and details of charges to be debited. 

Number of input interfaces 4 
Description of interface i1 Interface to charging service – input of a charging 

record. 
Description of interface i2 Interface to external currency exchange feed to 

permit currency translation 
…Description of interface i3 Describes the input data (i.e. output data of other 

components), which it needs to perform 
properly.Interface to payment service – 
notification of payment success/failure 

Detailed description of the 
functionality of the 
componentDescription of 
interface i4 

Describe as detailed as possible the specification 
of the componentAdministration interface – 
manual (Web) interface 

Detailed description of the 
functionality of the component 

The billing service component is end user 
focussed. It takes the output from the charging 
service and transforms the charge(s) into the 
format required by the end user, including 
currency translation where necessary, and then 
issues a bill to the end user. The component also 
transfers details of payment required to the 
payment service, and records status of resulting 
payment (success/failure). 
This service requires a manual interface to allow 
resolution by an administrator for cases of late, 
fraudulent or disputed payments. 

4.1.6 Payment Service 
This part of the stack allows the consumer to pay the provider based on the billing 
received. In an economic Grid environment it makes sense to discuss about electronic 
payment systems. As with the pricing module, a payment system seems to be 
available only in Gridbus, namely GridBank. However, this functionality is not 
clearly defined in the current Grid projects. 
 
Name of Grid Component: Payment Service 
Short description of the 
functionality of the component 
(2 sentences) 

This component provides a mechanism for 
consumers to pay for services rendered, based on 
information received from the billing service.  
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Economics-related functionality This component provides the flexibility to handle 

pay per use, pay before use, pay after use regimes 
necessary to the function of the proposed billing 
stack.  

Number of output interfaces: 3 
Description of interface o1: Manual (Web-based) user interface, allows users 

to add/modify/delete user payment related details 
and to make/authorise payment. 

Description of interface o2: Interface(s) to existing payment/banking systems 
to perform financial transactions. 

…Description of interface o3: Describes the output API, which it provides to 
other components.Interface to billing service – 
output of payment status (success/failure) 

Number of input interfaces 1 
Description of interface i1 Interface to billing service – input of billing 

details. 
Detailed description of the 
functionality of the component 

This component interfaces to differing 
conventional (non-Grid) payment/banking 
systems, allowing consumers to pay by for 
example, credit card, debit card, electronic cash, 
and bank transfers. In addition the component 
must be able to handle default (non-payment), 
payment in advance (credit), and payment in 
arrears (debit). Where payment in arrears is 
specified by a consumer, this component will 
perform authorisation checks on consumers 
chosen method of payment (credit checks). Where 
the service provided has not met the agreed SLA 
invoking a penalty clause, this component will 
issue refunds. 
Following a transaction, the payment service 
component will return the outcome of the 
transaction to the billing service. 
Many of these features are provided in existing 
web-service based payment systems e.g. World 
Pay or PayPal, and it may be appropriate to simply 
link to these services.  

4.2 Market Service 
One of the major research objectives of GridEcon is the designing of markets for Grid 
services at various levels of service provisioning, from basic utility services to Web 
Services where buyers can express preferences for quality and reliability. The Grid is 
expected to offer services that span many economically independent enterprises that 
make independent decisions, in a real economy, and to evolve into an infrastructure, 
allowing the resolving of differences in service preferences of participants and the 
expression of their utility through interaction in markets. This economics-aware Grid 
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will then have the potential to create additional value for its participants by fully 
exploiting the economic value of the resources, while creating additional value for its 
participants since they are able to better express their preferences, share resources 
more effectively, and generate revenue. In order to leverage the opportunities of the 
next-generation markets of Grid services, additional components that enhance the 
Grid infrastructure have to be identified and realised. These additional components 
and services will realise these market opportunities as fully and as efficiently as 
possible. These services are located within the services framework and within existing 
Grid technologies. 
 
A further, important development has been the convergence of the Grid world with 
the WWW and business communities and the adoption of Web Services as the 
application construction and deployment framework. Web Services provide a 
powerful framework where potentially complex procedures can be encapsulated and 
deployed as easy-to-use composable services on the web. Importantly, this means that 
the Grid world now coincides with the public Web and business. On an abstract level, 
the cooperation between business partners acting on the same business process can be 
seen as interplay of services. The whole structure forms an architecture focused on 
services - a Service Oriented Architecture (SOA). In this framework, services are 
considered as packages of functionality, and they are composable and discoverable 
based on metadata that fully describes the service. And when deployed in an open, 
global and public Internet market, the ease of construction and use of services means 
that commercial services could be both developed and used by anyone: academic 
institutions, SME’s or larger organisations.  
 
In such a service-oriented, market-based Grid, services will be highly customized and 
composed from other services. Grid market services can range from Grid resource 
market (buying software execution time) to Web Service markets (enabling the 
composition of services). Users, via a service (i.e. application), can express their 
preferences to the Grid by submitting a request for resources to resource service 
providers directly or to a high-level market where Grid resources are traded, and the 
market middleware is responsible for determining the priority among the different 
service requests and schedule the resource requests accordingly. 
 
In such a flexible and dynamic environment, a significant number of economic-related 
problems occur, ranging from incentives for participation and sharing of information, 
economic efficiency in resource allocation, information structures for making 
decisions and evaluating risk, to the capability to express preferences through 
charging (“pay more and get more”). Each service is self-contained and the interfaces 
between them can be accurately described as economic or commercial transactions. 
Thus, each layer provides market opportunities. As this market operates over the 
global Internet, there is no restriction as to who could be a producer or a user of such 
services. 
 
Another challenging research question is how to enable end-users to express their 
preferences and needs for services. The consideration of these kinds of preferences in 
a market environment would advance the state-of-the-art in Grid and service 
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technology. The existing research in markets only considered commodity-like 
resources until now. This is clearly a move away from basic, best-effort service 
markets. There is a need for mechanisms capable of letting users express their 
preference and of translating these preferences into actual demand for Grid resource, 
considering the preferences of all the other market participants.  
 
We need to investigate missing components and clearly define the proper 
requirements for economics-aware market middleware, compatible with the service-
oriented Grid architecture described earlier. Some characteristic examples are: a 
market-managed resource scheduler, a market mechanism tool for mapping resources 
to services (e.g. brokering virtual resource service to actual resources or mapping 
information services onto physical resources), and service aggregators that can offer 
guaranteed service quality by combining lower-level services. 
 
A starting point for this design is the prototype service market infrastructure 
previously developed by ICL. 

4.2.1 Web Service Market 
As the name states, the Web Service market is a market in web-based services. These 
services may be standards-based Web Services based on the standardised Web 
Service specifications such as WSDL and SOAP for the description of services and 
transmission of data respectively. They may also be any other form of proprietary 
web-based service that is accessible over an HTTP connection. 
 
A Web Service market allows the selection of an appropriate service from a variety of 
available services. If these services are economic-aware and have the ability to charge 
for their usage, a market can be developed as competition between service providers 
and the principles of supply and demand influence prices. 
 
The market consists of three types of service. The Software Services themselves are 
the Web Services that end users wish to interact with. Since there may be many of 
these services with similar capabilities, a Broker Service helps the user to find the 
most appropriate service for their requirements. A Payment Service acts as the 
interface to external payment services to facilitate the transfer of real funds between 
users and the software service owners or brokers. Note that there may be any number 
of software services, brokers and payment services in this scenario, however since 
brokers are trusted third parties, they are most likely to be operated by well known, 
trusted entities and there are likely to be a small number of them. 
 
Name of Grid Component: Broker Service 
Short description of the 
functionality of the component 
(2 sentences) 

This component handles incoming requests from 
users to access software services and brokers the 
requests across the currently available software 
services.  

Economics-related functionality The broker service needs to be aware of the cost 
of using a particular software service since a 
user’s requirements may include the amount of 
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money they are willing to pay for access to a 
service. 

Number of output interfaces: 2 
Description of interface o1: Software Control Interface, connects to the 

Software Control Interface of a Software Service. 
Description of interface o2: Payment interface – the service interacts with a 

Payment Service to charge for its usage. 
Operations include: makePayment, 
verifyPayment, validateUser. 

Number of input interfaces 1 
Description of interface i1 The Broker Request interface is communicated 

with by a user client. It provides operations such 
as findSoftware, selectSoftware, getPrice. 

Detailed description of the 
functionality of the component 

The Broker Service discovers available software 
services. Each software service is able to offer 
some description of its functionality. A user 
expresses to the broker its requirements to use a 
software service. This may be driven by name, 
features or any number of other variables. The 
broker will find a suitable software service and 
select it for use on the user’s behalf. Once the 
software is prepared, the user can communicate 
with it directly through the software specific client 
interface. 

 
Name of Grid Component: Payment Service 
Short description of the 
functionality of the component 
(2 sentences) 

The payment service handles payments between 
user accounts for use of software services. If a 
broker also charges for its services, these charges 
would also be handled through the payment 
service. The payment service is an interface to one 
or more external payment providers that are 
communicated with using their proprietary APIs 

Economics-related functionality The payment service handles payment 
functionality for services that require a payment 
for their usage. 

Number of output interfaces: 1+ 
Description of interface o1: One or more output interfaces that are used to 

communicate with external payment provider 
services. The functionality of these interfaces is 
proprietary. 

Number of input interfaces 1 
Description of interface i1 Payment Interface that is utilised by Broker and 

Software services to charge for their usage. 
Detailed description of the The payment service handles payments between 
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functionality of the component user accounts for use of software services. If a 

broker also charges for its services, these charges 
would also be handled through the payment 
service. The payment service is an interface to one 
or more external payment providers that are 
communicated with using their proprietary APIs. 
The payment service may store internal user 
account information so that interaction with 
external payment services can be simplified from 
the user’s point of view. This would prevent the 
user from needing to enter payment details every 
time a payment is made. Alternatively, the service 
may act simply as an abstract interface to one or 
more external payment services, handing over the 
user’s details to the external service in order to 
make the required payment. 

4.2.2 Grid Resource Market 
In all markets, resources will be sold in bundles where each bundle is a tuple 
consisting of processors, primary and secondary storage and bandwidth. These 
resources will be sold for certain time periods where providers must determine how 
long resources are free. It would be useful to standardize time-intervals in the same 
way as resource bundles so that the most common usage periods are covered by the 
time intervals. 
 
Name of Grid Component: Grid Resource Market 
Short description of the 
functionality of the component 
(2 sentences) 

This component allows providers and customers 
to meet in order to trade resources. It consists of 
two sub-components: the futures market and the 
spot market 

Economics-related functionality Both sub-components are modelled on commodity 
markets in which the prices are a function of 
supply and demand. 

Number of output interfaces: 2 
Description of interface o1: The futures market output interface allows 

customers and providers to retrieve the current 
prices and demand for resources. 

Description of interface o2: The spot market output interface allows customers 
and providers to retrieve the current prices and 
demand for resources. 

Number of input interfaces 2 
Description of interface i1 The futures market input interface allows 

providers to post the resources they have for sale. 
Description of interface i2 The spot market input interface allows providers 

to post the resources they have for sale. 
Detailed description of the The component gives providers and customers the 
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functionality of the component opportunity to trade resources. All resources are 

traded in bundles for specific amounts of time to 
simplify the cost comparisons and the order 
process. The futures market is used for resources 
that are ordered far in advance of the actual usage 
while the spot market is used to trade resources 
shortly before the actual usage,  
Both markets allow providers to post their 
available resources while waiting for a buyer. In 
order to determine the best price, providers can 
check the last price paid for an equivalent resource 
and then price their resources accordingly.   
The customers can, in both markets, retrieve the 
price data and then buy resources at the stated 
price, if they so desire. 

4.2.2.1Future Market Service 
Customers may contract to purchase a given quantity of resource at a given point in 
the future, or purchase an option to do so. This would allow providers to much more 
accurately predict their resource provision requirements into the future and ensure that 
they have the ability to service demand at the same time as keeping the utilisation of 
their resources at the most efficient levels. If suitable pricing models for 
computational execution power can be developed for well understood financial 
instruments such as futures and options, a true market in compute power will be 
enabled. Prices of these instruments will be guided by standard market principles such 
as supply/demand and volatility. The quantity of resource that is requested will be 
reserved through generation of an advance reservation on the resource(s) in question. 
From the customer’s view, this market has the advantage of allowing advanced 
planning for costs of their expected resource requirements and some insulation from 
market uncertainty. It also allows providers to prepare resources in advance of their 
use meaning that resource failures can be detected in advance and are less likely to 
delay a customer’s access to a resource.  
 
Looking more generally at reservation cancellations, if a reservation is not taken up 
by a user, there may be a cost to the resource provider since the resources freed by the 
cancelled reservation may not be immediately taken up through the spot market. This 
raises the question of whether the resource provider charges the user for their loss of 
income. Reservation cancellations can be handled in a number of ways, some of 
which are widely used today. The first kind of reservation cancellation is the 
restaurant-style, in which the customer does not have any disadvantage from 
cancelling a reservation. This approach has many disadvantages, particularly the 
problem of customers ordering resources without the certain knowledge that they are 
actually needed. Since the risk is carried only by the providers, customers have no 
reason to always predict the resource requirements precisely. For providers, this 
means that they never know if a reservation will be used, which will lead to 
overbooking of resources.  
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The second style of reservation techniques is the airline-style reservation in which the 
customer pays in advance and will not receive a refund from the provider if the 
resources are not used. From the provider’s point of view, this solution is optimal, 
since it forces customers to accurately predict their resource requirements Providers 
can also be certain that once a resource is sold, the specified amount will be kept 
reserved by the provider. For the customers, on the other hand, this approach requires 
that they predict their resource requirements very accurately to make use of this 
market, which can be a barrier to Grid acceptance. 
The third and final style is a mixture of the two preceding styles. Instead of putting all 
risk on the shoulders of one entity, customer and provider share the risks. Using the 
time remaining to the start of the reservation, a formula will be used to calculate the 
refund to the customer. This formula can either be linear or exponential where the 
latter case can either benefit the provider or the customer. Using an equation that 
favours providers, customers who cancel quickly would already bear a large cost. If 
the equation favours the customers, even a late cancellation would still result in a 
large refund.  
 
Using this approach, the risk is shared between customer and provider and thus is 
fairer than the other approaches. This fairness should also be an incentive for 
customers to make use of this new market and allow for quick acceptance of 
economic Grids. 
 
Name of Grid Component: Future Market Service 
Short description of the 
functionality of the component 
(2 sentences) 

This component allows users to trade resources far 
in advance of the actual usage. It is modelled after a 
commodity exchange. 

Economics-related 
functionality 

The prices in this market are a function of supply 
and demand, simplifying the optimal price 
determination procedure for the sellers. 

Number of output interfaces: 1 
Description of interface o1: The futures market output interface allows 

customers and providers to retrieve the current 
prices and demand for resources. 

Number of input interfaces 1 
Description of interface i1 The futures market input interface allows providers 

to post the resources they have for sale. 
Detailed description of the 
functionality of the component 

The component gives providers and customers the 
opportunity to trade resources. All resources are 
traded in bundles for specific amounts of time to 
simplify the cost comparisons and the order 
process. The futures market is used for resources 
that are ordered far in advance of the actual usage.  
It allows providers to post their available resources 
while waiting for a buyer. In order to determine the 
best price, providers can check the last price paid 
for an equivalent resource and then price their 
resources accordingly.   
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The customers can retrieve the price data and then 
buy resources at the stated price, if they so desire. 

4.2.2.2Spot Market Service 
While the futures market is used to trade resources in advance of actual usage, the 
spot market is used to trade resources for immediate use. This can be a useful tool for 
providers who cannot or do not wish to offer their customers the service of reserving 
resources far in advance. Instead of having to keep reservation lists updated and 
keeping track of available resources, the spot market allows providers to sell resources 
by determining which sets of resources will be available in the short term and for how 
long. These resources are then bundled and put on the market which will behave 
similarly to the futures market.  
 
The spot market can also be used for providers who have resources that have become 
available due to cancelled reservations. Instead of having these resources remain idle 
due to a lack of time to sell them on the futures market, providers can now put these 
resources on sale on the spot market and recoup some of the losses while reducing the 
number of idle resources.  
 
The spot market is especially attractive for two groups of customers. The first consists 
of those customers who are not able to predict their resource requirements sufficiently 
far in advance to make use of the futures market. The spot market offers this group the 
opportunity to participate in the Grid economy without having to extend their 
predictive capabilities.  
 
The second group of customers consists of those who have incorrectly estimated their 
requirements. Those who bought too few resources or for too short a time period now 
have the opportunity to buy additional resources or additional resource time when it 
becomes apparent that additional resources are needed. Thus the spot market offers 
these customers a second chance to buy sufficient resources. 
 
On the other hand, customers who bought too many resources can use the spot market 
to sell the excess resources to others. This strategy reduces the cost for the customer 
for two reasons. The first is that the customer does not have to pay for the resources 
that are not needed. The second potential advantage could be that the price for the 
resource is higher than what the customer paid for it, implying that the customer has 
an additional advantage from selling excess resources on the spot market. 
 
The concept of the spot market can simplify the usage of an economic Grid, since the 
participating entities need to plan less and put in less effort to determine what they 
need and what their requirements are. In addition, this market can offset the damages 
of incorrect predictions and thus either offer customers a second chance to buy the 
required resources or offer customers the opportunity to sell excess resources.  
 
In the case where no futures market exists, all trading for resources takes place as the 
resources are needed and hence on the spot market. This may be a disadvantage for 
customers who want to be certain that they have the required resources available when 
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they are needed. It is also a disadvantage for providers who can no longer sell 
resources far in advance to have the security of knowing that some resources have 
been sold.  
 
In the case where no futures market exists, customers who can predict their resource 
requirements no longer have an advantage over those who can’t, effectively levelling 
the playing field for these two groups of buyers. Instead of having to be content with 
the resources that have not been sold in advance, every customer now has to buy on 
the spot market. 
Furthermore, should the futures market service fail for any reason, the spot market can 
act as a backup and still allow providers and customers to trade resources. 
 
Name of Grid Component: Spot Market Service 
Short description of the 
functionality of the component (2 
sentences) 

This component allows users to trade resources 
shortly before the actual usage. It is modelled 
after a commodity exchange. 

Economics-related functionality The prices in this market are a function of supply 
and demand, simplifying the optimal price 
determination procedure for the sellers. 

Number of output interfaces: 1 
Description of interface o1: The spot market output interface allows 

customers and providers to retrieve the current 
prices and demand for resources. 

Number of input interfaces 1 
Description of interface i1 The spot market input interface allows providers 

to post the resources they have for sale. 
Detailed description of the 
functionality of the component 

The component gives providers and customers 
the opportunity to trade resources. All resources 
are traded in bundles for specific amounts of 
time to simplify the cost comparisons and the 
order process. The spot market is used to trade 
resources at the time of the actual usage, 
requirement. 
It allows providers to post their available 
resources while waiting for a buyer. In order to 
determine the best price, providers can check the 
last price paid for an equivalent resource and 
then price their resources accordingly.   
Customers can retrieve the price data and then 
buy resources at the stated price, if they so 
desire. 

 

4.3 Service Level Agreement Service 
The main purpose of an Information Technology organization is to provide a 
computing service which satisfies the customers' business requirements. To achieve 
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this goal, the organization needs to understand those requirements and to evaluate its 
own capability of providing the service and measures the service delivered. To enable 
the realization of the process, the service and level of delivery required must be 
identified and agreed between the organization and its users. It is usually done by 
Service Level Agreements (SLAs), which are contracts developed jointly by the 
organization and the customers. 
A Service Level Agreement (SLA) is a contract identifying the services that will be 
provided to a customer in order to ensure that they meet the customer's requirement. 
The SLA identifies customers' expectations and defines the boundaries of the service, 
stating agreed-upon service level goals, operating practices, and reporting policies. 
Wikipedia defines the SLA as “...a contract between an ASP (Application Service 
Provider) and the end user which stipulates and commits the ASP to a required level 
of service. An SLA should contain a specified level of service, support options, 
enforcement or penalty provisions for services not provided, a guaranteed level of 
system performance as relates to downtime or uptime, a specified level of customer 
support and what software or hardware will be provided and for what fee."  
 
A common SLA contains following components: 
• Parties joining the agreement. The agreement is made between the service 

provider and the service user. Two participants should exist as individuals, either 
by name or by title. Both sides must sign the document. 

• Type and the time window of the service to be provided. The SLA must state 
clearly which service will be provided and the time window during which the 
service is provided to the user. In fact, there are a lot of system components 
contributing to the type definition of the service. They can be the number of 
processors, processor speed, amount of memory, communication library, etc. 

• The guarantee of the provider to provide the appropriate service and performance. 
The SLA must state clearly how well the service will be provided to the user as 
Quality of Service. Penalties must also be figured out if a certain QoS cannot be 
satisfied. 

• The cost of the service. Business users wishing to use any service have to pay for 
the usage. The cost depends on the quantity of service usage and how long the 
user uses it. 

• The measurement method and reporting mechanism. The SLA defines which 
parameter will be measured and how it will be measured. Data collected from the 
monitoring procedure are important as it helps the user and provider check the 
validity of the SLA. 

 
Applying the Service Level Agreement 
Applying the SLA requires the co-operation from both service provider and 
customers. The provider is responsible for preparing the infrastructure and deploying 
the service. The provider should train customers on SLA so they can understand and 
are willing to use the new form of service. The following will describe some notes for 
applying the SLA. 
 The provider should deploy a high visibility, a well-understood application and 

target only the things that can be measured. 
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 The provider must recognize the relationship between the architecture and what 

the maximum levels of availability are. Thus, an SLA cannot be created in a 
vacuum. An SLA must be defined with the infrastructure in mind. If not, the 
provider cannot meet the user's requirement and violates the SLA. 

 A relationship exists between the levels of availability and the related cost. Some 
customers need higher levels of availability and are willing to pay more. 
Therefore, having different cost policies with different level of service quality is a 
common approach. 

 The provider commits to reporting measurements clearly and accurately, and to 
take actions to avoid service degradation. 

 The customer should forecast the workload as accurately as possible. This is 
important for both customer and provider. Accurately estimating workload helps 
the provider reserve appropriate amount of resource for the task. If fewer 
resources than required are reserved, the work cannot be done. If more resources 
than required are reserved, the resources are wasted and the user must pay more. 

 The customer must represent accurately the service requirement. 
 The customer should describe details on how and who receives the reports. 

 
Introduction to Grid-based workflow 
Workflows received enormous attention in the databases and information systems 
research and development community. According to the definition from the Workflow 
Management Coalition (WfMC), a workflow is "The automation of a business 
process, in whole or parts, where documents, information or tasks are passed from one 
participant to another to be processed, according to a set of procedural rules." 
Although business workflows have great influence on research and development, 
another class of workflows emerges naturally in sophisticated scientific problem-
solving environments called Grid-based workflow. A Grid-based workflow differs 
slightly from the WfMC definition as it concentrates on intensive computation and 
data analysis but not the business process. A Grid-based workflow is characterized by 
the following features. 
• A Grid-based workflow usually includes many applications which perform data 

analysis tasks. However, those applications, which are also called sub-jobs, are 
not executed freely but in a strict sequence. 

• A sub-job in the Grid-based workflow depends tightly on the output data from 
previous sub-jobs. With incorrect input data, the sub-job will produce wrong 
result and damage the result of the whole workflow. 

• Sub-jobs in the Grid-based workflow are usually computationally intensive tasks, 
which can be sequential or parallel programs and require long runtime. 

• Grid-based workflows usually require powerful computing facilities such as super 
computers or clusters to run on. 

 
It can be seen that the Grid-based workflow and the business workflow have the same 
primary characteristic as they both have a procedure that applies a specific 
computation into selected data according to certain rules. Each Grid-based workflow 
is defined by three main factors. 
• Tasks. A task in the Grid-based workflow is a sub-job which is a specific program 

doing a specific function. Within a Grid-based workflow, a sub-job can be a 
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sequential program or a parallel program. The sub-job usually has long running 
period and needs powerful computing resources. Each sub-job requires specific 
resources for the running process such as the operating system (OS), amount of 
storage, CPU, memory, etc. 

• Control aspect. The control aspect describes the structure and the sequence in 
processing of sub-jobs in the workflow. 

• Information aspect. The information aspect of the Grid-based workflow is 
presented by data transmissions. The dependency among sub-jobs can also be 
identified by the data transmission task. A sub-job is executed to produce output 
data, which is then input data for the next sub-job in the sequence. This data must 
be transferred to the place where the next sub-job is executed. Within a Grid-
based workflow, the quantity of data to be transferred between two sub-jobs varies 
from several KB to a hundreds of GBs depending on the type of application and 
its scope. 
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Figure 15– Weather forecast processing workflow 
 
Figure 15 depicts a sample scenario by considering weather forecasting as an example 
Grid-based workflow. The main requirement is that a three hours forecast should be 
available within 20 minutes after all necessary data has been collected. In the 
workflow, the data collection module collects the input data from various sources 
such as radars, satellites, lightning detectors, etc. Then the data are processed by 
several modules to get information about cloudiness, visibility, moisture convergence, 
phase of precipitation, etc. Thereafter, the results are processed by the linear module 
to interpolate between the field analysis and the forecast of the numerical weather 
prediction models. This data is used in dynamic modeling to build high-resolution 
models with special physical parameterization schemes for a precise prediction of 
weather events. Finally, the weather information is visualized by the dedicated 
module. 
 
Because the data and computing resource may spread in a physically distributed 
environment, running the workflow needs a mechanism to handle the data transfer and 
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to invoke the computational tools over a distributed and heterogeneous platform. This 
mechanism is exactly the goal that Grid computing technology attempts to achieve in 
scientific environments. 
 
Supporting SLAs for the Grid-based workflow 
Traditionally, to run an application, users submit it to a Grid system and the system 
will try to execute it as early as possible. That best-effort mechanism is not suitable 
when users need the running result at a specific time, and hence require that the 
application must be run at a specific period. This requirement must be agreed on by 
both users and the Grid system before the application is executed. This task can be 
done by a Service Level Agreement (SLA).The purpose of the SLA is to identify the 
shared goals and objectives of the concerned parties. A good SLA is important as it 
sets boundaries and expectations for the following aspects of a service provisioning. 
An SLA clearly defines what the user wants and what the provider promises to 
supply, which helps to reduce the chances of disappointing the customer. The 
provider's promises also help the system stay focused on customer requirements and 
assure that the internal processes move in the right direction. An SLA describes a 
clear, measurable standard of performance. Based on this description, internal 
objectives become clear and measurable. An SLA defines penalties. This criterion 
makes the customer understand that the service provider truly believes in its ability to 
achieve the set of performance levels. It makes the relationship clear and positive. In 
this context, an SLA sets the expectations between the consumer and the provider, and 
defines the relationship between the two parties. 
 
Only computational Grid is suitable to run sub-jobs of the workflow within an SLA 
context as it brings many important advantages for this task. 
• The computational Grid connects many High Performance Computing Centers 

(HPCCs) all over the world. Only these centers can handle the high computing 
demand of scientific applications. 

• The cluster or super computer in a HPCC is relatively stable and well maintained. 
This is an important feature to ensure finishing the sub-job within a specific 
period of time. 

• The HPCCs usually connect to the worldwide network by high speed links, whose 
broad bandwidth makes the data transfer among sub-jobs easier and faster. 

 
Cycle-scavenging Grids and data Grids cannot fully satisfy all of the above features. 
Cycle-scavenging Grids include many desktop computers distributed over the 
Internet. Those computers are connected by a heterogeneous network infrastructure 
and thus, cannot ensure a good performance to parallel application especially with 
significant communication between tasks. Data Grids concentrate on managing and 
storing data over the network. Their primary function is not executing high 
performance applications. Therefore, they are not considered in this work. In 
computational Grids, each resource with support for SLA for workflows that joins the 
Grid is likely to be an HPCC, which usually has a set of computing nodes, mass 
storage and a number of experts for technical support. The resources in each HPCC 
are managed by local Resource Management System (RMS) software. In this 
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document, the acronym "RMS" is used to represent the cluster/super computer as well 
as the Grid services provided by the HPCC. 
 
Supporting SLAs for the Grid-based workflow that mainly aims at finishing the 
workflow execution on the Grid within a pre-determined period of time faces several 
problems. 
 
The first problem is the lack of an effective mapping mechanism to map each sub-job 
of the workflow to resources in a manner that can satisfy two main criteria: being able 
to finish workflow execution on time and being able to optimize the running cost. The 
first criterion is quite clear because it is the main reason for an SLA system to exist. 
The latter criterion is derived from the business aspect of an SLA. If a customer wants 
to use a service, he must pay for the service usage and has the right to receive it with 
an appropriate quality. An automated mapping is necessary as it frees users from the 
tedious job of assigning sub-jobs to resources under many constraints such as 
workflow integrity, on time condition, optimal condition, etc. Additionally, a good 
mapping mechanism will help users to save money and to increase the efficiency of 
using Grid resources. 
 
Secondly, to ensure the SLA for workflow requires the co-operation of many 
components in the Grid. The co-operating procedure to reach the agreement about 
providing the service among those components does not exist in the literature. 
Without such a procedure, users must negotiate an SLA for each sub-job in the 
workflow. This action also creates a significant problem for the user's patience, 
especially when the number of sub-jobs in the workflow increases to large values. 
 
Another problem is related to errors which may occur during the execution of the 
workflow. Randomly appearing errors may damage the workflow completion as well 
as the negotiated SLA. Thus, this demands building an error recovery mechanism for 
a workflow in order to eliminate the affection of error to users and to make the Grid 
system more stable and reliable. 
 
Finally, a system which can execute a real Grid-based workflow within the SLA 
context needs to be built. The system must integrate all of the above features in order 
to help users to minimize the works. It should do the task by itself. 
 
Supporting SLAs for a workflow in the Grid environment is a new problem and is still 
in the initial phase of the development process. The work in this report will fill the 
gap by building a skeleton architecture that can form the basis for deploying the real 
service. 
 
Specification 
Name of Grid Component: Service Level Agreement Service 
Short description of the functionality 
of the component (2 sentences) 

Service Level Agreements (SLAs) are 
contracts developed jointly by the 
organization and the customers. They identify 
and agree about the service and level of 
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delivery required between the organization 
and its users. 

Economics-related functionality The procedure of SLA negotiation and the use 
of the SLA itself raise several economics-
related questions about the cost of the SLA, 
the overall price for a Grid service and so on. 

Number of output interfaces: 1 
Description of interface o1: This interface provides a resource hiring 

service as well as high performance 
computing job execution service to end user. 

Number of input interfaces 1 
Description of interface i1: This interface collects information from 

service providers and negotiates with them 
about performing the service 

Detailed description of the 
functionality of the component 

Supporting SLAs for the Grid-based 
workflow that mainly aims at finishing the 
workflow execution on the Grid within a pre-
determined period of time solves several 
problems. 
The first problem is the lack of effective 
mapping mechanism to map each sub-job of 
the workflow to resources in a manner that 
can satisfy two main criteria: being able to 
finish workflow execution on time and being 
able to optimize the running cost. The first 
criterion is quite clear because it is the main 
reason for an SLA system to exist. The latter 
criterion is derived from the business aspect 
of an SLA. If a customer wants to use a 
service, he must pay for the service usage and 
has the right to receive it with an appropriate 
quality. An automated mapping is necessary 
as it frees users from the tedious job of 
assigning sub-jobs to resources under many 
constraints such as workflow integrity, on 
time condition, optimal condition, etc. 
Additionally, a good mapping mechanism 
will help users to save money and to increase 
the efficiency of using Grid resources. 
Secondly, to ensure the SLA for workflow 
requires the co-operation of many 
components in the Grid. The co-operating 
procedure to reach the agreement about 
providing the service among those 
components does not exist in the literature. 
Without such a procedure, users must 
negotiate SLA for each sub-job in the 
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workflow. This action also creates a 
significant problem for the user's patience, 
especially when the number of sub-jobs in the 
workflow increases to large values. 
Another problem is related to errors which 
may occur during the execution of the 
workflow. Randomly appearing errors may 
damage the workflow completion as well as 
the negotiated SLA. Thus, this demands 
building an error recovery mechanism for a 
workflow in order to eliminate the affection 
of error to users and to make the Grid system 
more stable and reliable. 
Finally, a system which can execute a real 
Grid-based workflow within the SLA context 
needs to be built. The system must integrate 
all of the above features in order to help users 
to minimize the works. It should do the task 
by itself. 

 

4.4 Capacity Planning Service 
Capacity Planning is an important topic for both customers and providers. Both 
entities have to plan their resource usage precisely to reduce costs and for providers, 
to maximize their income. 
 
For customers, capacity planning not only involves the determination of which 
resource bundles are needed when, but also the determination of when to buy these 
resources. If only a spot market exists, this decision is trivial, but in a world consisting 
of two markets, this problem becomes more involved. 
 
In the case of two markets, customers can either buy resources immediately on the 
futures market, later on the futures market or shortly before the actual usage on the 
spot market. This decision must be based on the predicted price development of the 
resources and on the probability that the resources will still be available later on. This 
is especially important for the spot market prediction, since a resource that cannot be 
bought there is lost to the customer and can destroy the entire planning that was made 
before.  
 
Therefore, customers need to determine when it is best to buy each type of resource 
bundle. This estimate must be done with the fact in mind that not only the individual 
prices matter, but that also the outcome on buying the entire package must be 
considered. It may therefore be useful to pay more for one resource bundle if another 
will be much cheaper and the overall price will be much lower. 
 
However, it has to be noted that prices cannot be predicted perfectly over a long 
period of time. The longer the prediction period is, the worse the results will be, 
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leading to the problem that the price may have developed entirely different to what 
the prediction has claimed. Therefore, customers must take these predictions with a 
grain of salt, since these predictions can predict values that are far from the actual 
value.  
 
While some of these issues hold for providers as well, they have to look at the 
problems from a different perspective. In the same way as customers can choose 
where to buy resources, providers can choose where to sell them. This again requires 
price prediction tools and requires that providers can accurately predict which 
resources they will have available. Providers can then decide where to sell resources 
and when to put them on the market. However, they do not only have to determine the 
future price to make the decision, but also have to factor in demand, since without 
demand, the predicted prices will not be achieved.  
 
Therefore, providers must determine not only the future price but also factor in 
demand which if predicted incorrectly will result in idle resources which do not 
generate any income.  
 
Both entities can offset some of these risks by performing resource portfolio 
optimizations. This tool can be used to predict for customers which resources are the 
most likely to be expensive or sold out at a later time and should therefore be bought 
sooner. Thus, the risk of not getting required resources is reduced and customers can 
buy the remainder later when prices are more favorable. 
 
For providers, such a tool can help to ensure that at least some resource bundles will 
be sold by determining which resources are most likely to become cheaper or have 
low demand later. These resources should be sold soon, so that the risk of not being 
able to sell them is minimized. The remainder of the resources can be sold according 
to the prediction. If this tool should then not predict the price or demand perfectly, 
providers will still be able to generate some income. 
 
Name of Grid Component: Capacity Planning Service 
Short description of the 
functionality of the component (2 
sentences) 

This component helps both customers and 
providers to plan their resource usage and thus 
helps both entities decide when to trade 
resources. 

Economics-related functionality This component helps all entities decide when to 
buy or sell resources. The decision making 
process is based on factors such as price and 
demand 

Number of output interfaces: 1 
Description of interface o1: Gives the user advice as to when to buy or sell 

resources according to the result obtained by 
analysing historical prices. 

Number of input interfaces 1 
Description of interface i1: Providers can set the resources they have 

available. Customers set the resources that they 
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require. 
Detailed description of the 
functionality of the component 

The component analyzes historical price data for 
the resources to determine the best time for 
trading these resources. For resource buyers, the 
goal is to minimize costs, for resource providers 
the goal is to maximize income. Therefore, the 
recommendation depends on he development of 
the price and how well the tool can predict this 
development. 
Since the market is modelled after a commodity 
exchange, the price prediction can be performed 
using technical analysis, as well as long-term 
patters once they emerge.  
Using the price prediction, the tool can then 
determine if it is better to act now or to wait 
longer. Furthermore, the tool can then 
recommend which market to use to trade the 
resources. 

 

4.5 Broker Service  
There are currently four different broker services planned for this market. These 
should help to make the market environment function more smoothly and help all 
entities to find the services they require. 
 
The risk broker is responsible for addressing the many types of risk that can occur in a 
Grid market such as risks associated with overbooking of resources, resource failure 
and customer reliability. These risks are assessed for each entity and made available 
so that a purchase decision can also include a risk assessment. 
 
The trust broker is responsible for determining the trustworthiness of both entities and 
services and thus serves as a rating agency for them. In order to do so, the trust broker 
will have to communicate with the risk broker, since the reliability of an entity is a 
factor in the trust calculation.  
 
The software broker tries to match software request and software services. Any entity 
that requires a certain software service will first contact the software broker with its 
requirements to determine which service are available and how much they cost. Once 
the entity has received the list, it can then determine which service to invoke. 
 
The resource broker works similarly to the software broker. Instead of determining 
which software services are available, the resource broker determines which providers 
sell resources that fulfil the requirements given by the potential customer. The list of 
providers and the cost they charge for the resources is then sent to the potential 
customer who can then decide from which provider he wants to buy resources. 
These brokers will be discussed in more detail in the following sections. 
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4.5.1 Risk Broker 
It has become apparent that there are a number of risks that need to be addressed. 
Since there are many types of risk, some form of insurance is needed to offset these 
risks. The preferred way to handle this issue is a risk broker who is able to offer 
customers and providers a probability rating that will show them how likely it is for 
each risk to occur. 
The risks that must be addressed are the following: 
• Resource Failure: This can have far-reaching consequences for the customer, 

especially if the result of the job that was running on the failed resource is needed 
to complete jobs on other resources which may be operated by a different 
provider. 

• Overruns: Overruns show that the customer incorrectly estimated the resource 
requirements and thus cannot finish the job within the time allotted 

• Reservation Failure: This occurs if providers overbook resources to reduce the risk 
of leaving resources idle.  

• Cancellations: For customers, this means that not all money would be refunded. 
For providers, this causes the risk of idle resources which should be prevented at 
all costs. 

Each of these risks must be evaluated to determine how likely the occurrence of each 
risk is. The evaluation of the risk would depend on such parameters as the provider’s 
history, the customer’s history and the resource history. If a certain provider is prone 
to overbooking, the risk for reservation failures will be higher, since it is more likely 
that the customer will be denied the reserved resources.  Along the same lines, if the 
customer is likely to cancel reservations, the risk for cancellations is elevated, since it 
is likely that the customer will cancel the reservation. 
 
Using past data on all the entities and the resources, the risk broker can determine the 
probability of each of the risks occurring can give both entities a detailed analysis of 
the risk involved. This data can then be used by providers to rate customers and vice 
versa. For providers, this means that if multiple customers want to buy the same 
resource, they can be ranked according to their risk factors. Thus, a high paying 
customer who frequently cancels his reservation may be shunned for a customer who 
pays less but is more likely to keep the reservation. 
 
The same holds for customers who can rank the providers by their reliability and can 
therefore choose not only by the price but also by the likelihood that the reservation 
will be kept and that the resources will work as advertised. The exact decision-making 
process of which provider to choose depends on the preferences of the customer. If 
the cost is more important than the risk, the price will be the dominant factor. 
Otherwise, the risk will dominate. 
 
Another related type of broker is a Trust Broker. In principle the trust broker and the 
risk broker could use the same technical approach but they address different issues. 
For example, the risk broker looks at the overall risk of a failure of a resource and 
how to respond in such a situation. The risk broker estimates and takes the risk of 
service or resource failure. Whereas, the trust broker looks at the issue that a provider 
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tempers with the application or the data. The trust broker mediates the trust 
relationship between the service providers and customers when sensitive data or 
applications are involved. The trust broker takes the risk of trust breach 
 
Name of Grid Component: Risk Broker 
Short description of the 
functionality of the component (2 
sentences) 

This component helps entities to determine the 
risk of a trade. It should take into account a 
number of factors, such as resource reliability 
and entity reliability, i.e. how likely the entity is 
to uphold the contract. 

Economics-related functionality Risk is a major factor in all decision-making 
processes. This component will help asses the 
risk of a trade and thus ensure that risk is taken 
into account when deciding for or against trading 
resources. 

Number of output interfaces: 1 
Description of interface o1: The risk broker output interface gives the user 

information about risk with respect to resource 
failure and the other entity’s reliability. 

Number of input interfaces 1 
Description of interface i1: The risk broker input interface is used to give the 

risk broker information regarding the entities 
involved in the contract and the resources to be 
traded. 

Detailed description of the 
functionality of the component 

The risk broker is needed to assess the reliability 
of the entities and the resources. Clients need to 
know how likely it is that the provider overbooks 
resources so that they won't be available as 
promised and how likely it is that resources will 
fail.  
Providers, on the other hand, need to know how 
likely it is that clients will uphold the contract 
and will not exceed their reservation or cancel it. 
The risk broker may collect data from various 
sources to improve the assessment of entities and 
resources to properly predict the likelihood of 
adverse outcomes.  
Given this risk assessment, each entity can then 
decide whether or not to sign the contract. 

 

4.5.2 Software Broker (ICL) 
The Software Broker is a component that brokers access to software products. The 
broker selects a suitable software product from those available in order to best meet 
the user’s requirements. The user may have a number of different requirements so the 
broker will rely on advanced algorithms in order to provide the most optimal user 
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offering based on a number of variables. The sort of specific requirements a user may 
have when accessing software include some or all of the following: 
• Cost 
• Features – accuracy, execution speed etc. 
• Availability – a popular service may not be available for sometime so for an 

optimal user experience, it may be more efficient to select a slower or more 
expensive service. 

• Service Level Agreement 
 
The broker acts in the user’s interest so a user needs to have some level of trust in the 
broker that they work through. This requires that the broker is a trusted third party – 
someone that users can trust to act in their favour and not to be in collaboration with 
any of the service providers to profit from the recommendations they make to users. 
Because of this position that the broker holds, it is likely that the broker will be 
operated under some ‘trusted brand’ that users recognise and accept. 
 
The broker discovers software packages through its own searches of available 
software services, through recommendations and through notifications from the 
software provider themselves. As recommendations are made to use particular 
services, a broker may store profiling information of a user’s experience of interacting 
with that service. Therefore, if a service is unreliable or doesn’t provide the service it 
claims to, a broker will very quickly be able to ‘blacklist’ that service. This kind of 
behaviour is important if the broker is to maintain their own reputation. 
 
Name of Grid Component: Software Broker 
Short description of the 
functionality of the component (2 
sentences) 

This component handles incoming requests 
from users to access software services and 
brokers the requests across the currently 
available software services.  

Economics-related functionality The broker service needs to be aware of the 
cost of using a particular software service since 
a user’s requirements may include the amount 
of money they are willing to pay for access to a 
service. 

Number of output interfaces: 2 
Description of interface o1: Software Control Interface, connects to the 

Software Control Interface of a Software 
Service. 

Description of interface o2: Payment interface – the service interacts with a 
Payment Service to charge for its usage. 
Operations include: makePayment, 
verifyPayment, validateUser. 

Number of input interfaces 1 
Description of interface i1 The Broker Request interface is communicated 

with by a user client. It provides operations 
such as findSoftware, selectSoftware, getPrice. 
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Detailed description of the 
functionality of the component 

The Broker Service discovers available 
software services. Each software service is able 
to offer some description of its functionality. A 
user expresses to the broker its requirements to 
use a software service. This may be driven by 
name, features or any number of other 
variables. The broker will find a suitable 
software service and select it for use on the 
user’s behalf. Once the software is prepared, 
the user can communicate with it directly 
through the software specific client interface. 

 

4.5.3 Resource Broker  
The Grid resources are typically heterogeneous, locally administered, and accessible 
under different local access policies. There is a growing movement of convergence 
with the Web services community and this is attracting the interest of major 
companies such as IBM. HP, SUN, SGI, who see their future business increasingly 
involving the provision of an infrastructure where computing services are traded 
between providers rather than individual groups within an organization having their 
``own'' machines. The task of a Grid resource broker is to dynamically identify and 
characterize the available resources, and to select and allocate the most appropriate 
resources for a given request. The broker makes decisions based on the information 
provided by individual resources and information services with aggregated resource 
information. The resource information can be divided into two types: static and 
dynamic. Static information includes what resources are available, architecture type, 
memory configuration, processor speed, operating system, local scheduling system, 
various policy issues and so on. Dynamic information includes reservation or queue 
profiles. 
 
There are two main classes of Grid resource brokers, namely distributed and 
centralized brokers. The distributed broker architecture makes decision based on the 
partial information available and thus complicates the scheduling decisions. The 
centralized brokers, on the other hand, are able to produce optimal schedules as they 
have full knowledge of the jobs and resources. With the small size of Grid like 
present, the centralized broker is quite suitable. However, when the Grid becomes 
huge, it can easily become a performance bottleneck and the distributed model will be 
dominated.  
 
Within the business Grid, the objectives of the broker includes: 
• Discovering resources on the Grid that can meet the clients request for resources.  
• Making assignment of the Grid resource to the clients request. This decision 

depends on many economic factors: the required Quality of Service (QoS), the 
price of resources, the financial ability of the customer, the state of utilizing Grid 
resources and so on. 
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• Doing resource reservation. In general, to ensure the QoS, the resource in the Grid 

should be reserved. The reservation mechanism must be supported by the 
infrastructure of the Grid, in each Grid site. 

• Performing job migration.  
 
Name of Grid Component: Resource Broker 
Short description of the 
functionality of the component (2 
sentences) 

The task of a Grid resource broker is to 
dynamically identify and characterize the 
available resources, and to select and allocate the 
most appropriate resources for a given request. 
The broker makes decisions based on the 
information provided by individual resources 
and information services with aggregated 
resource information. 

Economics-related functionality The resource broker makes assignment of the 
Grid resource to the clients request. This 
decision depends on many economic factors: the 
required Quality of Service (QoS), the price of 
resources, the financial ability of the customer, 
the state of utilizing Grid resources and so on. 

Number of output interfaces: 1 
Description of interface o1: The resource broker output interface gives the 

user information about the assignment decision 
with respect to the user request and the state of 
the Grid. 

Number of input interfaces 2 
Description of interface i1 The resource broker input interface 1 is used to 

give the resource broker information regarding 
the request from user. 

Description of interface i1 The resource broker input interface 2 is used to 
give the resource broker information regarding 
the resource state of the Grid.  

Detailed description of the 
functionality of the component 

Within the business Grid, the objectives of the 
broker includes: 
Discovering resources on the Grid that can meet 
the clients request for resources.  
Making assignment of the Grid resource to the 
clients request. This decision depends on many 
economic factors: the required Quality of Service 
(QoS), the price of resources, the financial 
ability of the customer, the state of utilizing Grid 
resources and so on. 
Doing resource reservation. In general, to ensure 
the QoS, the resource in the Grid should be 
reserved. The reservation mechanism must be 
supported by the infrastructure of the Grid, in 
each Grid site. 
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Performing job migration. 
 

4.6 Job Handling 
Job Handling refers to components that manage users’ applications (i.e. jobs) 
execution at the computational cluster of the underlying Grid platforms.  Some of the 
basic tasks of a Job Handling Component (JHC) are:  
 Optimization using Grid resources 
 Enablement of defining resource usage policy 
 Establishment of a user interface for job execution management  

 
Optimization of resource use refers to job scheduling in a way as to avoid situations 
where certain clients are overloaded and others are completely unloaded (load 
balancing). The job handler places jobs into different queues, and starts jobs in 
accordance with the load on clients and resources usage policy.  Additionally, the 
JHC can perform job migration after starting jobs in order to achieve better 
distribution of client load. For example, if users were allowed to start jobs directly on 
the clients, the following scenario would happen: users would be forced to monitor 
client load themselves before they start the jobs. Some users would start jobs at clients 
without checking. Furthermore, some users would continuously load the cluster with 
huge job quantities. JHC ensures avoidance of all three scenarios. 
 
The second functionality of JHC is defining resources use policy. Administrators use 
JHC to define the mode of use of certain Grid clients (allowed quantity of CPU, 
memory, etc.) Furthermore, JHC allows assignment of higher or lower authority to 
certain users or groups of users. For example, administrators can reserve some of the 
resources exclusively for jobs of one group of users, or they can reserve a cluster of 
resources in certain time periods (e.g. within the working hours). 
 
JHC gives a unique user interface for starting jobs at the cluster. Using JHC, users can 
start jobs, monitor job execution, obtain data on resource usage, pause or stop jobs 
and retrieve job execution results. In addition to that, JHC records data on job 
execution and resource usage from a single user (accounting). Administrators use JHC 
to obtain information and statistics on job execution. Information about usage can be 
utilised to charge for the services provided. 

4.6.1 Scheduler  
The Scheduler service must be able to address multi-tenancy issues and ensure that 
Jobs (and or long running services) can be scheduled across available compute 
resources based on the following: (i) Job requirements; (ii) Compute resource 
capabilities; and; (iii) The user's cost preference. The Scheduler may determine that it 
cannot schedule a Job based on the quality of compute resource being asked for, 
especially if the user's cost preference does not meet the reserves indicated by the 
compute resource for execution. 
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Scheduling results in a reservation for an end user, providing a contract by which the 
end-user is guaranteed the execution of required compute resource assets to execute 
the Job(s) for the given amount of time with the specified QoS. 
 
Name of Grid Component: Scheduler 
Short description of the 
functionality of the component (2 
sentences) 

The Scheduler provides the means to efficiently 
allocate Jobs to compute resources in such a way 
as to ensure specific SLAs can be met, and to 
avoid multi-tenancy issues where concurrent Job 
execution may result in overloaded compute 
resource utilization.  

Economics-related functionality Scheduling Jobs has an impact on the economic 
nature of compute resource cost. As compute 
resource availability becomes more scarce, the 
cost of the compute resource may rise (simple 
supply and demand). 

Number of output interfaces: 1 
Description of interface o1: The Scheduler output interface will provide the 

user with a list of reservations for the Jobs that 
have been scheduled 

Number of input interfaces 1 
Description of interface i1 The Scheduler input interface must provide the 

Scheduler service with information on the Jobs 
to schedule, the desired QoS attribute of the 
compute resource which should be used to 
execute the jobs, the requested and/or preferred 
times, and the cost basis upon which to reserve 
the compute resource. 

Detailed description of the 
functionality of the component 

The Scheduler service will attempt to schedule to 
Jobs for the user based on the availability of the 
compute resources to execute the Jobs in the 
desired time frame and cost. The Scheduler must 
maintain a collection of available compute 
resources and account for reservations that have 
been made, as well as account for reservation in 
the future.  
Reconciliation policies may come into play if 
cost and priority come into play, where 
previously scheduled jobs may not be honored if 
the requesting entity provides an incentive for 
the Scheduler to override a previous reservation 
with a new one. 

 

4.6.2 Deployer  
Once Jobs have been scheduled and reservations provided by the Scheduler to the end 
user, the ability to execute the reservation must be provided. The Deployer is used to 
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perform the provisioning, allocation and instantiation of infrastructure and application 
assets necessary to run Jobs for the end user. 
 
The Deployer must be able to provide the logic to match available compute resource 
capability to declared reservation (job) requirements. The availability of compute 
resources that meet the requirements of each reservation will have been generally 
guaranteed if the Scheduler has done its job correctly. 
 
Name of Grid Component: Deployer 
Short description of the 
functionality of the component (2 
sentences) 

Jobs and services are dynamically deployed 
through the network to compute resources which 
meet operational requirements of the service 

Economics-related functionality The Deployer is not overly involved in or 
affected by economic related functionality 

Number of output interfaces: 1 
Description of interface o1: The Deployer output interface will provide the 

result(s) of deploying reservations. 
Number of input interfaces 1 
Description of interface i1 The Deployer input interface will require a 

collection of reservations containing application 
and Job requirements. 

Detailed description of the 
functionality of the component 

The Deployer will iterate across available 
compute resources to find the compute resources 
which meet the requirements of each reservation. 
Reservations may contain a reference to a 
specific physical asset, in which case the 
Deployer will ensure the QoS does indeed 
match, and choose the compute resource 
indicated. For each selected compute resource, 
Jobs will be deployed 
Each deployment may result in a a sequence of 
tasks to accomplish in order to provision, 
allocate and instantiate the Job being deployed. 
Underlying Grid infrastructure must be able to 
be utilized by the Deployer to make this happen. 

4.6.3 Balancer  
Once Jobs (or long running services combined to deliver an application) have been 
deployed, the ability to load balance the execution of the distributed work will allow 
the underlying Grid system to deliver the aggregate QoS that has been purchased. The 
Balancer must evaluate performance results at predetermined synchronization times to 
ensure that the execution profile of the Job is falling within agreed upon parameters. 
 
Based on aggregate load of the deployed Job, the Balancer may also determine that 
additional compute resources are required to meet the desired SLA. Conversely, the 
Balancer may also determine that the allocated job can reduce its footprint if the load 
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can be met by fewer compute resources. In this approach the Balancer provides 
elasticity for the running job. 
 
The Balancer's actions may have, and can be influenced by economic drivers. If the 
reservation is representative of a cost model which allows for elastic based 
computing, and there are available compute resources which have open slots, the Job 
should be balanced across the network. On the other hand, the cost model may 
prohibit the elasticity needed to meet desired SLAs. 
 
The Balancer may also further constrain job execution if the demand for compute 
resources exceeds the cost basis of any particular job that is running. We can think of 
the cost basis as driving the priority of the executing Jobs, and the balancing of the 
jobs across available compute resources. 
 
Name of Grid Component: Balancer 
Short description of the 
functionality of the component (2 
sentences) 

Balance the execution of the distributed work 
will allow the underlying Grid system to 
deliver the aggregate QoS that has been 
purchased 

Economics-related functionality Balancing may be influenced by the cost model 
the Job has been reserved with 

Number of output interfaces: 1 
Description of interface o1: The Balancer output interface will document 

the actions taken with regard to balance actions 
taken during the lifecycle of the Job. 

Number of input interfaces 1 
Description of interface i1 The Balancer input interface will require a 

collection of reservations containing 
application and Job requirements to balance. 

Detailed description of the 
functionality of the component 

The Balancer will need to discover and collect 
performance results of executing jobs across 
compute resources in order to effectively shift 
load of the Job to meet SLAs. By associating 
SLA Handlers to Grid services, operational 
criterion is met by monitoring and dispatching 
services needed to meet declared operational 
heuristics. In this way the Grid works with the 
Balancer service to dynamically size and 
provision the required services based on 
realtime operational demands. This  capability 
provides support for the following:  
 Dynamic and adaptive (re) allocation of 

resources/services ensuring adequate load 
distribution of processing to the most 
appropriate resource based on declarative 
requirements  
 As demands to the system increase, 
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processing will be distributed to available 
resources based on the ability for the resources 
to meet specified requirements. As resources 
reach limits, new resources will  be added into 
the environment  
Distribution of processing across available 
hardware in a network-centric environment will 
be key towards ensuring software performance.  
The effective distribution of processing based 
on increased demand will maximize the use of 
all hardware resources in the environment. 

 

4.6.4 Monitor  
Key to keeping the dynamic service Grid operating is to ensure services (and the tasks 
they are processing) are still running. Utilizing Fault Detection Policies, the Monitor 
provides the essential capability to detect existence of running and available services. 
If services become unavailable, or fail to meet processing requirements, the recovery 
of those services to available compute resources is enabled by deployment and 
provisioning mechanisms. 
 
Name of Grid Component: Monitor 
Short description of the 
functionality of the component (2 
sentences) 

The Monitor provides the capability to detect 
failure of services (and/or tasks) as to provide 
application fault tolerance and detect the 
removal and addition of compute resources 

Economics-related functionality The Monitor is not overly involved in or 
affected by economic related functionality 

Number of output interfaces: 1 
Description of interface o1: The Monitor output interface will produce 

notification of discovered, changed or failed 
resources 

Number of input interfaces 1 
Description of interface i1 This Monitor input interface will be 

configuration related, describing the groups to 
discover which will allow the Monitor to 
discover compute resources, clusters, queues 
and deployed jobs. 

Detailed description of the 
functionality of the component 

The Monitor's role and responsibility is to first 
discover then monitor the availability of 
deployed Grid and job assets through the 
network. The Monitor must also provide a 
notification semantic that will allow interested 
3rd parties to subscribe to and be notified of 
transitions the monitored assets may go 
through. Assets that will be visible to the 
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monitor include (but may not be limited to): 
Compute Resources (CR), Jobs, Clusters, 
Queues and File Systems. The Monitor must 
provide for a declarative policy driven 
approach towards monitoring specific assets.. 
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5 Conclusion 

This document has expressed that while a number of Grid systems, components, 
middleware, and tools are available, these technologies are not sufficient for an 
economics-aware operation of the Grid. However, the document has identified a 
number of components that can be adapted or developed, so that an economics-aware 
Grid can come into existent.  
 
Furthermore, a number of Grid architectures have been investigated in greater detail, 
which was of great help in the development of an appropriate solution for the addition 
of economic-aware components. Since the introduction of economic components into 
any architecture complicates the architecture immensely, the knowledge about those 
existing Grid architectures and the analysis of reference business models (on which to 
base the development of economic-aware components and services) was essential.  
 
The specification of economic-aware Grid components comprised a billing stack that 
provides support to markets through the integration of pricing into components for 
metering, accounting, charging, and billing. In this context, a large set of different 
market scenarios has also been investigated. The billing stack is based on the 
requirement to monitor the usage of services and to store accounting information 
about how services have been accessed. From this information it is possible to price 
access to services and ultimately allow for billing of the users that access services. 
Billing may be handled in a number of ways.  
 
After investigating issues around billing and payment, Service Level Agreements 
(SLAs) and brokering were discussed, since these are particularly important in the 
context of market-managed services. Users and providers want to know what they are 
getting and what they need to provide for the agreed cost of use. An SLA provides a 
way of setting out what both parties in a transaction expect and is critical in resolving 
disputes and disagreements. Brokering is an ideal way of satisfying a user’s 
requirements when presented with a vast number of available service options. A 
broker can handle the discovery of a service for a user, checking the service provides 
with respect to their reputation, analysing the risk, insuring the service, and then 
possibly even handle the process of agreeing on an SLA and making the requisite 
preparations for the user to access the service. Brokering is a complex process that 
requires a number of stages based on advanced algorithms. Moreover, brokers raise an 
issue of trust since they are offering recommendations to users and users will need to 
have a significant element of trust in the broker if they are to accept the 
recommendations given. 
 
Finally, the components that have been identified and are essential for an economics-
aware Grid will be specified further as research continues and the precise 
requirements will be better known. 
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